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O problema do despacho hidrotérmico está associado à escolha de quais recursos 

devem ser utilizados para atender a uma demanda por eletricidade, dada uma quantidade 

limitada de geradores disponíveis e a necessidade de gerenciar reservatórios hidrelétricos 

para usos futuros da água (problema intertemporal). Nos últimos anos, tem havido uma 

crescente demanda pela introdução de mecanismos de aversão ao risco neste problema, 

particularmente no que diz respeito à sua implementação para o sistema elétrico 

brasileiro, devido à percepção de que a representação neutra ao risco seria insuficiente 

para evitar cenários de déficit. Nesta dissertação, revisitamos as características mais 

fundamentais do problema, desenvolvendo matematicamente uma representação coerente 

da aversão ao risco de um ponto de vista utilitarista – seguindo a representação clássica 

para problemas de otimização macroeconômicos. Esta formulação é comparada à função 

objetivo implícita pela metodologia “CVaR intertemporal” atualmente aplicada ao 

sistema elétrico brasileiro, tanto de um ponto de vista teórico quanto utilizando uma 

abordagem numérica.  
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The hydrothermal dispatch problem is associated to the choice of which resources 

ought to be tapped in order to meet a demand for electricity, given a limited choice of 

available generators and the need to manage hydro reservoirs for future uses 

(intertemporal decision problem). In recent years, there has been a growing demand for 

the introduction of risk-aversion mechanisms to this problem, particularly in the 

implementation used in the Brazilian electricity system, due to the perception that the 

risk-neutral implementation would be insufficient to avoid the occurrence of deficit 

scenarios. In this dissertation, we revisit the more fundamental characteristics of the 

optimization problem, mathematically developing what would be a coherent 

representation of risk-aversion in this problem from a utilitarian point of view – which 

corresponds to the classical approach adopted in macroeconomic optimization problems. 

This formulation is compared to the objective function implied by the “intertemporal 

CVaR” methodology currently adopted in the Brazilian electricity system, both from a 

theoretical point of view and using a numerical approach.  
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1 INTRODUCTION 

The problem of hydro reservoir management for electricity generation is an 

important challenge of hydrothermal systems, not only because the stochastic and 

intertemporal nature of the problem requires usage of sophisticated optimization 

techniques but also because representing the problem’s objective function requires an 

assessment of important underlying  macroeconomic tradeoffs. In the classical 

representation of this problem, these fundamental tradeoffs have been represented by the 

cost of deficit function (which describes how load curtailment events are penalized 

relative to financial operation costs) and the time discounting parameter (which describes 

the relative weights of downside events occurring in different periods). However, in 

recent years, there has been an increasing interest in methodologies that could be used to 

introduce risk aversion to this problem, effectively adjusting these underlying tradeoffs 

in order to achieve a more conservative operation of the system. Brazil has been a major 

proponent of this type of implementation – having recently introduced the “intertemporal 

CVaR” methodology for usage in its official models that determine system dispatch and 

pricing [15]. 

From a fundamental standpoint, one of the key roles of risk-aversion is to 

represent that the tradeoffs represented by the cost of deficit and time discounting 

parameters are not irrespective of the outcomes, but rather they shift according to the 

severity of the conditions. In this sense, risk-aversion represents essentially a second-

order effect on top of the tradeoffs implicit by the cost of deficit and time discounting. 

However, despite this extremely important fundamental relationship, very few studies 

have studied these underlying relationships and the deep interactions between these 

parameters. This dissertation studies a formulation for these first- and second-order 

effects that focuses on the macroeconomic nature of the problem, constructing a 

representation for the shape of the central planner’s risk preference that highlights the 

interactions between them. 

Another objective of this dissertation has been to introduce parallels between the 

proposed (macroeconomic) representation of risk-aversion and the representation 

currently adopted in Brazilian system operations (intertemporal CVaR). These parallels 

will be based on mathematical principles and implied properties of the different objective 
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functions, and also on detailed system simulations applied to the Brazilian system 

specifically. 

This dissertation is structured as follows: 

 Chapter 2 describes the hydrothermal dispatch problem as applied to the 

Brazilian system and how the representation of the problem’s objective 

function has evolved over time – both with regards to the introduction of 

various risk-aversion methodologies and the evolution of the parametrization 

of the cost of deficit and discount rate. 

 Chapter 3 discusses the principles behind a utilitarian representation of 

preferences, particularly in how it relates to macroeconomic optimization 

problems. This detailed literature review represents an important foundation 

for the proposed representation of risk-aversion detailed in Chapter 4. 

 Chapter 4 is at the heart of this dissertation, containing the key mathematical 

developments that describe a proposed set of principles to introduce risk-

aversion to the hydrothermal dispatch problem. An important conclusion of 

this representation is that the second-order effects associated with risk 

aversion are of relatively small magnitude and tend to be dominated by first-

order effects (i.e. the representation of the cost of deficit). Also in this chapter, 

we deduce some of the key properties and implications of the intertemporal 

CVaR methodology for the public choice problem, in order to compare it with 

the proposed methodology. 

 Chapter 5 closes with detailed simulations of the Brazilian system under two 

representations of preferences: (i) the intertemporal CVaR methodology, and 

(ii) a simplified version of the proposed risk-aversion methodology, giving 

priority to the exploration of the first-order effects. These results illustrate the 

contrast between these two implementations from a more practical standpoint, 

involving a real-world implementation. 

 Finally, Chapter 6 concludes with the main findings of this study. 
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2 CONTEXT: OPTIMIZATION OF 

HYDROTHERMAL DISPATCH IN BRAZIL 

2.1 Introduction 

This Chapter offers some important background on the optimization problem of 

electricity dispatch faced by the Brazilian system operator, presenting a broad overview 

of some key principles of this optimization and a historical assessment of how the system 

representation and the methods to approach this problem have evolved in Brazil over 

time. In particular, Brazil adopts a centralized dispatch of its hydrothermal system; and 

policymakers’ efforts to explicitly incorporate risk-aversion in the central planner’s 

decisionmaking have led to a unique representation of the problem’s objective function. 

In addition, this chapter also seeks to contrast the innovative representations of risk-

aversion proposed in Brazil with the “classical” risk-neutral approach to optimizing 

electricity dispatch, and to question whether this chosen representation has been indeed 

the most adequate – thus providing justification for the alternative methodology to be 

proposed in Chapter 4. 

Section 2.2 describes some important historical milestones for the Brazilian 

electricity system, which led to reinterpretations of the role of the optimization of 

electricity dispatch and to important shifts in policymakers’ priorities. 

Section 2.3 is devoted to describing the optimization problem in a mathematical 

fashion, both in its “classical” form and in the form implied by the Brazilian risk-aversion 

methodologies. 

Section 2.4 focuses on the historical evolution of the representation of the cost of 

deficit function and of the discount rate – economic parameters that describe the key 

underlying tradeoffs involved in the optimization problem’s objective function. 

Section 2.5 discusses the study that led to the implementation of the intertemporal 

CVaR risk-aversion scheme in Brazil, with an emphasis on the methodology adopted to 

select the desired parametrization for the problem’s revised objective function. 
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2.2 A history of implementations of the hydrothermal 

dispatch problem in Brazil 

This Section describes some important historical milestones for the Brazilian 

electricity system, which led to reinterpretations of the role of the optimization of 

electricity dispatch and to important shifts in policymakers’ priorities. 

2.2.1 The early years: hydrothermal dispatch under full 

government ownership of generation assets (1961) 

The early organization of most international electricity systems has been centered 

in vertically-integrated monopolistic state-owned utilities – and Brazil was no exception. 

The state company Eletrobras, founded in 1961, held all of the country’s generation and 

transmission assets and was responsible for all electricity sector activities for more than 

30 years. Among Eletrobras’s responsibilities was to play the role of the system operator, 

and therefore to solve the electricity dispatch problem – i.e.  to select among the many 

generators available in the system which ones ought to be called to provide electricity at 

any particular moment, in order to meet the desired system load. Classically, these 

problems aim to minimize the total costs of thermal generation, chiefly associated with 

fuel consumption, plus a certain penalty function applied to the curtailed load in the 

system.  

The electricity dispatch problem was particularly challenging to Eletrobras (when 

compared to many other countries’ system operators) because of the Brazilian system’s 

historically high participation of hydropower in its electricity mix. Hydro plants are 

typically very cheap to operate, and therefore they tend to have very little direct impact 

on the system’s objective function. Instead, hydro generation is constrained by the total 

amount of available inflows, and therefore optimal operations essentially involve 

allocating this limited total energy quantity to the periods in which it is most valuable. 

Putting it another way, hydro optimization is strongly associated with managing hydro 

reservoirs – filling them up when supply is abundant and depleting them when it is scarce. 

In addition, calculating optimal operations for a large integrated system containing 

both hydro and thermal plants can be very challenging, due to some important features of 

this type of problem: 
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∙ Hydro reservoirs can be used to effectively transfer hydro resources from one 

period to the next – which means that the intertemporal dependency between 

multiple periods is important. 

∙ Even with the best prediction models available, a substantial amount of 

uncertainty remains regarding future hydro inflows – and therefore, the system 

operator must make a decision using imperfect information, weighing the 

various possible outcomes against each other 

∙ In addition, the problem is deeply integrated, which means it is not possible 

to estimate optimal operations for one individual plant without examining its 

interactions with the rest of the system. The existence of backup thermal 

plants, the storage level in the system’s other reservoirs, and statistical 

relationships between inflows in different hydro basins are examples of 

elements that ought to be taken into account. 

∙ Finally, the accurate representation of a hydro plant’s water-to-energy 

conversion factor requires the introduction of nonlinear functions, seeing that 

a hydro plant’s productivity typically varies with its storage volume (water 

head) and with the turbined quantity (head losses and tailwater level). 

Representing hydro plants’ generation as a function of these two quantities 

tends to follow a pattern similar to the one shown in Figure 2-1 

 

Figure 2-1: Sample engineering curve highlighting the nonlinear nature of the relationships between a plant’s 

productivity (ratio between energy generated and water turbined), storage volume, and turbined outflow 

In most “traditional” electricity systems, hydropower tends to play a supporting 

role to thermal generation – and therefore, it is reasonable to make several approximations 
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when dealing with the issues detailed above, which drastically reduces the size and 

complexity of the hydrothermal dispatch problem. One common simplification has been 

the usage of deterministic models for hydro dispatch, even though the shortcomings of 

this approach had been identified at least since the 1940s [1] – most importantly, the fact 

that assuming perfect foresight regarding future hydro inflows tends to introduce a 

systematic optimistic bias to hydro reservoir management [2]. However, in the case of 

hydro-rich systems such as Brazil, there is a large motivation to improve the accuracy of 

these representations, since a better management of hydro resources could result in 

substantial benefits. 

One of the most important breakthroughs for hydro optimization in the Brazilian 

system was the development of the algorithm known as Stochastic Dual Dynamic 

Programming (SDDP) in the 1980’s. The iterative procedure proposed in the seminal 

paper by PEREIRA and PINTO [3] allowed much larger problems to be solved at a 

reasonable computing time – and therefore, representing the system’s stochastic effects 

in detail became a much more palpable possibility. The NEWAVE model, which 

implemented the SDDP algorithm applied to the Brazilian system, started to be developed 

by the Brazilian Electric Energy Research Center, CEPEL, in the early 1990s [4]. Some 

of the most important aspects of this optimization will be addressed in Section 2.3. 

2.2.2 Market reform and introduction of marginal pricing (1998) 

In 1998, Brazil started the liberalization of its electricity market, aiming to attract 

private investors and foreign capital – and joining the “wave” of electricity market 

reforms that had been sweeping the world for over a decade. According to the economic 

principles guiding the reform, the restructuring promoted by the market reform would 

lead to a reinterpretation of the electricity dispatch problem – instead of having a 

centralized “social planner” overseeing the system as a whole and making all operative 

choices at once, the market signals introduced would lead to coordination between the 

various agents in a decentralized fashion. The solution of the electricity dispatch problem 

is therefore dictated by a market equilibrium, obtained from the choices of individual 

agents in a competitive electricity market. 

However, as discussed in Section 2.2.1, the Brazilian hydrothermal system was 

especially complex; and there were legitimate concerns that allowing market agents to 
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compete freely could result in coordination failures. In a centralized planning scheme, it 

was possible to fully exploit all available synergies among the system’s generators – 

however, because the system is so deeply interconnected, many of those synergies could 

involve complex interactions between individual market agents. If coordinating multiple 

separate firms proves to be too costly, some mutually attractive bilateral agreements may 

never be signed; which would result in a less efficient system operation for the 

decentralized market, relative to a centralized planning scheme. 

These considerations led Brazil to adopt a mechanism of centralized, cost-based 

dispatch – which implied that the allocation of hydro and thermal generation would be 

dictated by computer optimization models solving the hydrothermal dispatch problem 

described in Section 2.2.1. The approach was not novel or exclusive to Brazil: Chile, 

which carried out its own electricity market reform more than 10 years earlier in 1986, 

also adopted computer models to optimize operations in the country’s larger hydro 

reservoirs [5].  

In the presence of a market mechanism under cost-based dispatch, the 

optimization model is used not only to determine optimal allocation of generation among 

the system’s hydro plants – it is also used to determine the marginal price of electricity. 

In a hydro-dominated system, the most important drivers of this marginal price are the 

implicit water values calculated for each hydro reservoir, which represent avoided future 

operational costs (or opportunity costs) that can be associated with maintaining the 

reservoir storage at a given level. As a consequence, under a cost-based dispatch scheme, 

the simulations of the future evolution of the system carried out by the optimization model 

are a crucial component for determining water values. 

In classical liberalized electricity markets, the spot price of electricity is also the 

most important driver behind system expansion – the underlying assumption being that 

private investors, identifying that the price level is higher than the investment costs 

associated with adding new capacity to the system, would rationally choose to do so in 

order to increase their profits. This mechanism illustrates the intimate relationship 

between the system dispatch problem and the system expansion problem – seeing that 

there is generally a tradeoff between the costs incurred in operating the system and the 

investment costs of adding new capacity. In state monopoly models, the state-owned 

company takes this tradeoff into account when making new investment decisions on 

behalf of consumers; but in a liberalized market the price signals from the electricity 
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market are the key mechanism used to communicate to investors the need for system 

expansion. An important consequence of this consideration is that the choice of objective 

function for the electricity dispatch problem can have important consequences for the 

representation of the system’s marginal costs – and, by extension, on the signals for 

system expansion. 

2.2.3 Perceived failures and introduction of risk aversion 

thresholds (2002) 

Despite its electricity market reform and the best efforts of policymakers, Brazil 

faced a considerable electricity supply crisis in 2001, as documented in [6][7][8]. In early 

2001, the realization that country’s current reservoir levels were insufficient to supply the 

load during the upcoming dry season led the government to introduce quotas for 

electricity savings, in order to coordinate load cuts among different consumer classes. 

Ultimately, the country’s load was reduced by more than 20% between March and June 

2001. This experience with electricity rationing had important economic and political 

long-term consequences for the country – and it also deeply affected public opinion 

regarding what constitutes an “adequate” operation of the system’s hydro reservoirs. 

Seeing that the government’s official optimization model NEWAVE [4] had already been 

in use for a few years at the time when this rationing event occurred, agents used this 

opportunity to assess the model’s ability to anticipate a deficit event, and to send accurate 

price signals that could potentially prevent it from taking place. 

As discussed in Section 2.2.2, the official optimization model calculates marginal 

prices for hydro generation that are representative of the opportunity costs associated with 

hydro storage. In the imminence of an electricity shortage (an event that is heavily 

penalized in the objective function), it would be reasonable to expect that these 

opportunity costs would soar sharply, reflecting the value of potentially avoiding a deficit 

event. However, in practice system marginal prices in Brazil gave very little early warning 

of the potential danger. 

Figure 2-2 illustrates how monthly electricity marginal prices varied in the period 

prior to rationing and during the rationing itself. These outputs of the market optimization 

model vary for each geographic region and for different times within each month, 

although all prices tend to follow similar trends – Figure 2-2 in particular highlights the 
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behavior of prices in the Southeast region in Brazil and in the peak load block. 

Interestingly, just months prior to rationing, prices reached a low of 57 R$/MWh in 

January 2001. 

 

Figure 2-2: Representation of the monthly marginal costs calculated by market optimization models, prior to 

and during the 2001 supply crisis. Source: <www.ccee.org.br> 

The key justification for this puzzling behavior is the stochastic nature of the 

optimization problem. Even though there were indeed certain inflow scenarios that 

resulted in rationing, in many more scenarios the system’s reservoirs would recover and 

marginal prices would drop to near-zero – aggregate natural inflows to the Brazilian 

system’s hydro plants between January and April 2001 were 25% lower than the long-

term historical average1, which represented an unlikely proposition. Therefore, using the 

classical framework for the dispatch problem, the optimization model elected to take a 

calculated risk – which ultimately did not pay off. 

Having experienced the dire consequences of rationing, Brazilian academics and 

policymakers would from that moment on put a greater weight to system robustness when 

discussing the optimization of electricity dispatch – i.e. its ability to avoid extreme events. 

A methodology that gained importance in the critical months following the rationing was 

the concept of risk-aversion thresholds, which in simple terms can be understood as 

defining a minimum “safe” storage level for the system’s reservoirs, below which the 

optimization model’s recommendations are ignored and the system is automatically 

                                                 
1 Based on public data from the national system operatior, available at <www.ons.org.br> 
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placed into “emergency mode”. During emergency operations, typically all available 

thermal plants can be dispatched as much as needed, regardless of cost, until the minimum 

safe threshold can be met – thus preventing the model from making risky operational 

choices such as the one observed in January 2001. 

A risk aversion threshold methodology was made official in Brazil in January 

2002, when the committee responsible for management of the electricity crisis passed a 

Resolution [9] instituting that a “biannual security curve” was to be taken into account 

when determining the system’s optimal dispatch. The Brazilian system operator 

calculated the threshold levels using a reasonably sophisticated methodology (see 

Annexes of [9]), using forward-looking multi-annual simulations under the assumption 

that an extreme downside scenario for inflows would take place. 

The risk-aversion curve methodology (CAR) remained an integral part of the 

Brazilian electricity dispatch for years to come, with the system operator being 

responsible for recalculating the relevant threshold levels yearly. In the early periods of 

this implementation, the system operations responded to the risk-aversion curve in a 

purely reactive manner, meaning that the system did not anticipate how violations of the 

risk-aversion threshold could change operations in the future. This was corrected in 2004, 

with an upgrade of the optimization model used in system dispatch [10]. 

In 2008, backed by a Resolution form the National Energy Policy Council [11], a 

new mechanism was incorporated into the system operator’s dispatch decisions, in an 

attempt to further reduce the risk of rationing. This methodology, known as “short-term 

operative procedures” or POCP [12], represented a slightly different take on the risk 

aversion threshold concept – although the principles used to calculate the target storage 

levels were different from the ones adopted by the CAR, the key notion of introducing a 

“regime shift” whenever the minimum threshold was violated remained. Because in 

practice the POCP’s thresholds tended to be more conservative than those recommended 

by the CAR, this represented an important innovation that significantly changed the way 

the system was operated – however, a forward-looking policy that anticipated future 

violations of the POCP limits and reacted accordingly was never implemented in Brazil 

[13]. 
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2.2.4 Systematic approaches to incorporate risk aversion (2013) 

In March 2013, the National Committee for Energy Policy (CNPE) passed a 

Resolution [14] that dealt with the consolidation of risk-aversion methodologies 

implemented in the Brazilian system. Both standing methodologies applied in the 

operation of the Brazilian system (CAR and POCP, discussed in Section 2.2.3) were 

considered inadequate to represent actual system needs, and a thorough assessment of 

alternative methodologies was considered necessary. The resolution required a 

methodology for the representation of risk aversion in the system to be developed and 

fully incorporated in the Brazilian market optimization models within a given timeframe. 

In large part, the motivation for the CNPE resolution was financial [16] – the out-

of-market costs of satisfying the risk aversion thresholds, which ultimately needed to be 

passed through to consumers, were rising to an alarming level. This is largely because the 

decision to reactively dispatch additional thermal plants based on the POCP’s risk-

aversion threshold is not incorporated in the calculation of the system marginal prices, 

which mostly depends on forward-looking water values – as discussed in Section 2.2.2. 

Nonetheless, the CNPE’s resolution represented an important milestone for the modeling 

of hydrothermal dispatch in Brazil. 

 There were two major candidates for the methodology of incorporating risk-

aversion that would eventually be adopted in a widespread fashion in Brazil: 

∙ The risk aversion surface (SAR) methodology [13] proposed a refinement to 

the mechanism of risk aversion thresholds implemented in previous 

implementations, as discussed in Section 2.2.3. The core methodology of this 

application will be presented in Section 2.3.4. 

∙ The intertemporal conditional value-at-risk (CVaR) methodology [17] 

proposed a novel way of penalizing risk in the objective function, which had 

academic applications dating back to at least 2011 [18]. The core methodology 

of this implementation will be presented in Section 2.3.5. 

Even though other approaches to represent risk aversion in the objective function 

had been proposed, such as [19][20], the efforts to implement and analyze risk-aversion 

methods in the Brazilian dispatch models have been centered on these two representations 

[13][15][17][21]. Extensive analyses were carried out to evaluate the consequences of 

implementing either of these methodologies in the Brazilian system and to determine 
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which choice of parameter [15]; and a wide range of possible parameters was tested in 

order to identify which ones represented the best tradeoffs between risks of deficit and 

operative costs of thermal plants. These assessments and explorations culminated with 

the official implementation of the intertemporal CVaR method for the dispatch and 

planning of the Brazilian system from September 2013 onwards. 

With the adoption of the CVaR as the official method for incorporating risk 

aversion in Brazil, in principle risk aversion thresholds would no longer be necessary – 

and indeed, previous resolutions regarding the CAR and POCP methodologies were 

revoked at that time [22]. The system operator did retain its mandate to alter the dispatch 

decisions recommended by the optimization model whenever it perceived that the 

system’s security of supply may be at risk [11][14] – however, a general expectation was 

that this provision would not need to be activated very often once the desired risk aversion 

procedures were fully internalized in the system’s optimization models. 

Interestingly, this expectation largely did not materialize. Prior to September 

2013, the system operator had been dispatching certain very costly thermal plants 

(variable cost greater than 600 R$/MWh), according to POCP procedures. For this 

decision to be rational in a framework that fully incorporates risk aversion in the 

optimization models, the calculated marginal price of electricity should be at least as high 

as the variable costs of those plants (as discussed in Section 2.2.2). However, as illustrated 

in in Figure 2-3, even after the implementation of the CVaR there were several periods 

when prices fell substantially; and yet the system operator opted not to reduce the dispatch 

from the most expensive thermal plants (most notably, between October and December 

2013, and during June 2014).  
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Figure 2-3: Representation of thermal dispatch (decided by the system operator) and monthly marginal costs 

(calculated by market optimization models), prior to and after the implementation of the CVaR methodology. 

Source: <www.ccee.org.br>,<www.ons.org.br> 

Figure 2-3 shows that the system operator has been making full use of its provision 

to disobey dispatch decisions of the market dispatch models, even though a technical note 

describing the methodology adopted (in substitution of the POCP, which has been 

revoked) remains to be issued. This situation raises concerns regarding whether the 

parameters of the CVaR methodology have indeed been well-selected, and what further 

changes to the risk aversion implementation would need to be carried out so that reactive 

responses from the system operator would no longer be needed. We hope to address this 

concern throughout the present dissertation. 

2.3 Mathematical formulations of the hydrothermal 

dispatch problem 

This Section is devoted to describing the optimization problem in a mathematical 

fashion, both in its “classical” form and in the form implied by the Brazilian risk-aversion 

methodologies. 
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2.3.1 Representation of the problem’s operative constraints 

In an extremely general fashion, it is possible to describe the hydrothermal 

dispatch problem as being a function of only two variables: the vector of operative 

decisions 𝒖𝑡 and the vector of variables describing the state of the world 𝒙𝑡. This allows 

for a compact representation of the various constraints of the optimization problem as 

follows: 

 𝐿(𝒙𝑡, 𝒙𝑡+1 , 𝒖𝑡) ≥ 0 2.1a 
 
In order to explicitly introduce stochastic effects, it is possible to rewrite this 

equation to include a vector of random “noise” variables ζ𝑡: 

 𝐿(𝒙𝑡, 𝒙𝑡+1 , 𝒖𝑡, ζ𝑡) ≥ 0 2.1b 

In which the generic function 𝐿 implicitly includes all forced relationships 

between the state of the world in period t, the state of the world in the subsequent period, 

and the operative choices made. Even though almost any optimization problem can be 

represented in this fashion, it fails to highlight a few particular characteristics that are 

common to most hydrothermal dispatch problems. In particular, most problem include 

constraints that can be categorized as (i) supply-demand balance equations, (ii) water 

balance equations, (iii) general constraint functions, and (iv) general transition functions. 

Breaking down the problem’s constraints in this manner is a necessity to write down the 

problem as a function of known parameters (rather than based on general functions that 

could in principle take any shape), and exercises of representing large, multivariate 

dispatch problems can be found (for example) in [4] and [23]. In this section, we will seek 

to represent a very simplified problem, simply highlighting some of the key aspects of 

this problem. 

Supply-demand balance equations force total system supply (typically 

represented in the decision vector 𝒖𝑡 as the sum of total generation and variables 

representing load curtailment) to be equal to system demand (typically represented in the 

state vector 𝒙𝑡). Some problems include several nodes connected by transmission lines; 

and in this case the supply-demand balance must be verified at each node. In a simple 

system with demand 𝑑𝑡 that can be served either by the generation of a thermal plant 𝑞𝑡 

or of a hydro plant 𝑤𝑡, and in which 𝑒𝑡 represents the curtailment of said load, the supply-

demand balance could be represented by Equation 2.2: 
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 𝑞𝑡 + 𝑤𝑡 + 𝑒𝑡 = 𝑑𝑡 2.2 
 
Water balance equations describe how hydro storage (a variable represented in 

the vector 𝒙𝑡) varies from one period to the next, as a function of hydro generation 

(represented in the vector 𝒖𝑡). As discussed in Section 2.2.1, the functions relating water 

quantities to energy quantities can be very complex; although for simplicity we will 

assume for our example problem that this conversion factor is constant. Other elements 

that can become important in more complex system are the effect of losses (such as 

evaporation losses) and the relationships between multiple plants in the same hydro 

cascade (e.g. a hydro plant’s turbined outflow contributes to the inflows of a downstream 

plant). Representing energy-equivalent water inflows (converted into energy units based 

on the constant production factor of the hydro plant) as 𝑎𝑡 and energy-equivalent storage 

volumes as 𝑣𝑡, the water balance for a single-reservoir system can be represented as 

shown below. 

 𝑣𝑡+1 ≤ 𝑣𝑡 + 𝑎𝑡 − 𝑤𝑡 2.3 
 
General constraint functions typically describe physical operative constraints, 

such as maximum and minimum generation levels for each of the system’s generators. 

The equations below show an example for the system that is currently being described, 

in which hydro generation, thermal generation, and storage volumes can take any values 

between zero and some maximum physical limit.  

 0 ≤ 𝑞𝑡 ≤ 𝑞𝑡                       ∀𝑡 2.4 

 0 ≤ 𝑤𝑡 ≤ 𝑤𝑡                    ∀𝑡 2.5 

 0 ≤ 𝑣𝑡 ≤ 𝑣𝑡                       ∀𝑡 2.6 
 
General transition functions describe the evolution of state variables (except for 

system volumes, which have been covered dictated by the water balances as stated above). 

Transition functions are typically important to represent stochastic effects in the transition 

from one stage to the next – seeing that, for deterministic variables, it is often simpler to 

just list the sequence of variables 𝑥1, 𝑥2, … 𝑥𝜏 rather than define a transition function. The 

variable representing hydro inflows 𝑎𝑡 is the one that most often is subject to important 

stochastic effects – and several statistical models can be used to attempt to represent its 

behavior over time. Here, we represent implicitly an autoregressive model for the inflow 

variable that uses a random seed ζ𝑡 to determine the outcome of the process: 

 𝑎𝑡+1 = 𝐴(𝑎𝑡, ζ𝑡) 2.7 
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Equations 2.2 through 2.7 describe the key constraints to the simplified system 

chosen for illustrative purposes – and it is easy to see that this set of constraints can be 

represented in a compact manner by the vector relationships illustrated in Equation 2.1. 

In the following sections, we will prefer to use the representation in Equation 2.1, to 

maintain maximum generality of the problem addressed. 

2.3.2 The deterministic problem 

In the case of a deterministic problem, writing down the optimization problem is 

reasonably straightforward, seeing that the decisions for all future periods can be made at 

the beginning. One possible way to represent the optimization problem is as follows: 

Min
{𝒖𝑡,𝒙𝑡}𝑡=0

𝜏
 ∑ 𝑃(𝑡, 𝒙𝑡, 𝒖𝑡)

𝜏

𝑡=0

 2.8a 

s.t 𝐿(𝒙𝑡, 𝒙𝑡+1 , 𝒖𝑡) ≥ 0           ∀𝑡, 0 ≤ 𝑡 ≤ 𝜏 2.8b 

 𝒙0 = 𝒙0̃  2.8c 
 
In this representation, 𝜏 represents the horizon of the simulation, 𝒙�̃� represents the 

(known) starting conditions for the problem, and 𝑃 represents a global cost function. As 

discussed in Section 2.2.1, the cost function 𝑃 classically represents the total costs of 

thermal generation, plus a certain penalty function applied to the system’s curtailed load 

(outputs that can be obtained from the vector of decision variables 𝒖𝑡). The time 

discounting parameter for the weighing of costs in different periods is implicitly 

represented within the cost function itself (which is why the period 𝑡 is represented as a 

dependent variable) – which allows for the representation of complex relationships 

between preferences at different periods, such as a time-varying discount rate. Finally, 𝑃 

can also depend on the state of the system 𝒙𝑡; since in the general case this vector can 

include information such as fuel prices. 

In the simplified example problem with two generators developed in Section 2.3.1, 

the objective function could be written as follows: 

Min
{𝑞𝑡,𝑤𝑡,𝑒𝑡,𝑣𝑡}𝑡=0

𝜏
 ∑ (

1

1 + 𝜌
)

𝑡

∙ [𝐶(𝑞𝑡) + 𝐷(𝑒𝑡)]

𝜏

𝑡=0

  2.9a 

 
In which 𝜌 represents a discount rate parameter, which indicates how future 

periods are valued relative to the present. This type of representation involving 
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exponential time discounting is very common in optimization problems, and will be 

examined in more detail in Section 3.2.5. 

Another useful way of representing problem 2.8, originally proposed by Bellman 

[24], is to recursively define a value function 𝑄: 

Min
𝒖0,𝒙1

 𝐹(0, 𝒙0̃ , 𝒖0) + 𝑄(1, 𝒙1) 2.10a 

s.t 𝐿(𝒙0̃ , 𝒙1 , 𝒖0) ≥ 0 2.10b 

 

𝑄(𝑡, 𝒙𝑡) = Min
𝒖𝑡,𝒙𝑡+1

𝐿(𝒙𝑡,𝒙𝑡+1 ,𝒖𝑡)≥0

{ 𝑃(𝑡, 𝒙𝑡, 𝒖𝑡) + 𝑄(𝑡 + 1, 𝒙𝑡+1) } 

                                                                                     ∀𝑡, 0 < 𝑡 ≤ 𝜏 

2.10c 

 𝑄(𝜏 + 1, 𝒙𝜏+1) = 0             ∀𝒙𝜏+1 2.10d 
 
This way of structuring the problem highlights the fact that the multi-stage 

optimization problem 2.8 (which could potentially be very large) may be broken down 

into multiple two-stage problems, as represented in equation 2.10c. This representation is 

extremely useful for many applications, using the optimal substructure property of the 

problem to facilitate its solution using iterative algorithms. 

In the context of hydrothermal dispatch problems, the two-period subproblem 

represented in equation 2.10c is often referred to as a tradeoff between the immediate cost 

function and the future cost function – represented by 𝑃 and 𝑄 respectively. This tradeoff 

can be understood intuitively by considering the dynamics between hydro generation and 

the storage level at the end of the period: 

∙ These two variables are linked by the water balance constraint, as discussed 

in Section 2.3.1 – and therefore, a high hydro generation usually implies a low 

end-of-period storage; and vice versa. 

∙ When hydro generation is high, this means that load curtailments can usually 

be avoided and a large portion of the costly thermal generation can be 

displaced. As a consequence, the immediate costs incurred by the system, 

represented by the function 𝑃, will typically be low (and vice versa). 

∙ When storage levels at the end of period are high, the subsequent period will 

begin with an exceptionally large amount of resources available – and 

therefore, it is more likely that it will be able to displace a greater amount of 

thermal generation; which in turn implies that the future cost function 

represented by 𝑄 will have the opportunity to be lower (and vice versa). 

These considerations lead to the tradeoff illustrated schematically in Figure 2-4. 
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Figure 2-4: Schematic representation of the present cost function and future cost function, as a function of the 

storage volume at end-of-period 

2.3.3 The classic stochastic approach 

One “natural” way of extending the deterministic optimization problem 

represented in Section 2.3.2 to a stochastic optimization problem involves simply 

minimizing the expected value of the costs over all future periods. Because this approach 

assigns equal weight to all scenarios and does not implement any explicit risk measures, 

it has been called a “risk-neutral” approach by some authors. The multi-period stochastic 

optimization problem (analogous to problem 2.8) can be written as follows (in which 𝔼 

represents the expected value operator)2: 

Min
{𝒖𝑡,𝒙𝑡}𝑡=0

𝜏
 𝔼 ∑ 𝑃(𝑡, 𝒙𝑡, 𝒖𝑡)

𝜏

𝑡=0

 2.11a 

s.t 𝐿(𝒙𝑡, 𝒙𝑡+1 , 𝒖𝑡, ζ𝑡) ≥ 0           ∀𝑡, 0 ≤ 𝑡 ≤ 𝜏 2.11b 

 𝒙0 = 𝒙0̃   2.11c 

 ζ0 = ζ0̃  2.11d 
 
However, a key distinction between the stochastic and deterministic problems that 

isn’t immediately apparent in the representation above is that in the stochastic problem 

the system operator may choose the decision variables 𝒖𝑡 sequentially. While the solution 

of the deterministic Problem 2.8 involved determining a set of decision variables 

{𝒖0, 𝒖1, … 𝒖𝜏} for each future period, the optimal solution of an analogous stochastic 

problem would involve electing a set of response functions for all periods beyond the first 

                                                 
2 For notational simplicity, Problem 2.11 represents the decision variables as simply {𝒖𝑡 , 𝒙𝑡}𝑡=0

𝜏 . In 

practice, however, because the random variables ζ𝑡 are not known ahead of time, each of these decision 

variables should in fact be represented as a response function – see Equation 2.12. 
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– since the operative choices at each period would be allowed to respond to the random 

outcomes 휁𝑖 up to that point. This implies a substantially more complex representation of 

the multi-period optimization problem, as illustrated in Equation 2.12a for the decision 

variable 𝒖𝑡. 

 {𝒖𝑡}𝑡=0
𝜏 = {𝒖0, Φ1(ζ1), Φ2(ζ1, ζ2), … , Φ𝜏(ζ1, ζ2, … , ζ𝜏)} 2.12a 

 {𝒖𝑡}𝑡=0
𝜏 = {Φt({ζ𝑡∗}𝑡∗=0

𝑡 )}
𝑡=0

𝜏
 2.12b 

 
Despite this apparently intractable complexity, the stochastic optimization 

problem still satisfies the optimal substructure property that allows it to be broken down 

into two-period optimization problems. The Bellman equation and the representation of 

the value function are therefore key to solving stochastic intertemporal optimization 

problems. 

Min
{𝒖0,𝒙1}

 𝑃(0, 𝒙0̃ , 𝒖0 ) + 𝑄(1, 𝒙1) 2.13a 

s.t 𝐿(𝒙0̃, 𝒙1 , 𝒖0, ζ0̃) ≥ 0 2.13b 

 

𝑄(𝑡, 𝒙𝑡, ζ𝑡) = 

       Min
{𝒖𝑡,𝒙𝑡+1}

𝐿(𝒙𝑡,𝒙𝑡+1 ,𝒖𝑡,ζ𝑡)≥0

{ 𝑃(𝑡, 𝒙𝑡, 𝒖𝑡) + 𝔼
ζ𝑡+1

𝑄(𝑡 + 1, 𝒙𝑡+1, ζ𝑡+1) } 

                                                                                          ∀𝑡, 0 < 𝑡 ≤ 𝜏 

2.13c 

 𝐿(𝜏 + 1, 𝒙𝜏+1, ζ𝜏+1) = 0             ∀𝒙𝜏+1, ζ𝜏+1 2.13d 
 
In particular, the stochastic dual dynamic programming approach involves 

iteratively constructing Benders’ cuts [3] that approximate the future cost function 

𝔼 𝑄(𝑡 + 1, 𝒙𝑡+1, ζ𝑡+1). In Problem 2.14 below, which rewrites the problem written in 

Equation 2.13c above, these cuts are illustrated schematically by the introduction of the 

approximate functions 𝑀𝑖. The uncertainty associated with taking the expected value over 

possible outcomes ζ𝑡+1 has been internalized into the representation of the cuts 𝑀𝑖. 

Min
{𝒖𝑡,𝒙𝑡+1}

 𝑃(𝑡, 𝒙�̃�, 𝒖𝑡) + 𝑞𝑡+1 2.14a 

s.t 𝐿(𝒙�̃�, 𝒙𝑡+1 , 𝒖𝑡, ζ𝑡) ≥ 0 2.14b 

 𝑞𝑡+1 ≥ 𝑀𝑖(𝑡 + 1, 𝒙𝑡+1)       for all cuts 𝑀𝑖 2.14c 
 

2.3.4 Risk aversion thresholds 

As described in Section 2.2.3, a risk aversion threshold can be interpreted as 

introducing a regime shift in the operations of the system, in which whenever a certain 

minimum security level is violated the operator will seek to dispatch all available thermal 
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resources until that lower bound is met. Even though several implementations of risk 

aversion thresholds in Brazil were purely reactive, and therefore not implemented in the 

intertemporal optimization problem at all, in this section we wish to describe risk aversion 

thresholds that are fully anticipated in the system operations – as it was the case for the 

CAR and SAR methodologies. 

Naïvely, one way to induce the system to remain above the target security level 

for the system’s reservoirs is simply to introduce a new term in the objective function 

penalizing the violations 𝑆(𝒙𝑡, 𝒙𝑡
∗) of a desired storage level represented in the vector 𝒙𝑡

∗: 

Min
{𝒖𝑡,𝒙𝑡}𝑡=0

𝜏
 𝔼 ∑ 𝑃(𝑡, 𝒙𝑡, 𝒖𝑡)

𝜏

𝑡=0

+ 𝜇 ∙ 𝑆(𝒙𝑡, 𝒙𝑡
∗) 2.15 

 
 
For the representations proposed above to result in the desired “emergency 

regime” operations whenever the risk aversion threshold is violated, the parameter 𝜇 

would need to be calibrated. It must typically be large enough so that it is beneficial to 

dispatch the most expensive thermal generation units in order to avoid violating the 

constraint, but not so large that it will induce an electricity curtailment3. In practice, the 

Brazilian implementation of risk aversion curves uses a penalty parameter 𝜇 that is 

calculated dynamically [10]. This means that, in periods in which it is not possible to 

satisfy the minimum threshold, 𝜇 will be no higher than it needs to be in order to ensure 

that all available thermal plants are being dispatched. Usually, this will imply that the 

penalty will be equal to the marginal cost of the most expensive thermal plant available. 

The greatest innovation introduced by the Brazilian risk aversion threshold 

implementations, however, has been the usage of an auxiliary optimization problem to 

determine the set of target volumes 𝒙𝑡
∗ – as illustrated by the implementations of the SAR 

[13][15]. In essence, rather than choosing a target storage threshold for period 𝑡 directly, 

the system operator chooses instead a set of target volumes that must be met at a future 

period 𝜏(𝑡), even if energy inflows are extremely low – a set of “critical” inflows is used 

for periods 𝑡 through 𝜏(𝑡). The auxiliary deterministic problem ignores thermal and 

deficit costs, and calculates the total violation quantity 𝑆(𝒙𝑡, 𝒙𝑡
∗). 

                                                 
3 If there is a sufficiently high probability that the risk aversion threshold will be violated in multiple 

consecutive periods, this representation could lead to curtailments even if 𝜇 is lower than the cost of 

deficit. 
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Problem 2.16 illustrates how the auxiliary problem would function for the 

simplified problem presented in Section 2.3.1. The total violation ∆(𝑣𝑡0̃
) of the 

deterministic problem depends only on the difference 𝜎 between the volume attained at 

the end of the deterministic simulation and the “target” safe volume 𝑣𝜏
∗ and on the total 

amount of unmet load, as illustrated by the second term that depends on the variables 𝑒𝑡. 

Min
{𝑞𝑡,𝑤𝑡,𝑒𝑡,𝑣𝑡}

𝑡=𝑡0

𝜏(𝑡0)
,𝜎

 
∆(𝑣𝑡0̃

) = 𝜎 + ∑ 𝑒𝑡

𝜏(𝑡0)

𝑡=𝑡0

  2.16a 

 𝑞𝑡 + 𝑤𝑡 + 𝑒𝑡 = 𝑑𝑡            ∀𝑡 2.16b 

 𝑣𝑡+1 ≤ 𝑣𝑡 + 𝑎𝑡 − 𝑤𝑡      ∀𝑡 2.16c 

 𝑣𝜏(𝑡0) + 𝜎 ≥ 𝑣𝜏
∗  2.16d 

 𝜎 ≥ 0  2.16e 

 𝑣𝑡0
= 𝑣𝑡0̃

  2.16f 

 0 ≤ 𝑞𝑡 ≤ 𝑞𝑡  ;   0 ≤ 𝑤𝑡 ≤ 𝑤𝑡  ;   0 ≤ 𝑣𝑡 ≤ 𝑣𝑡         ∀𝑡 2.16g 
 
The violation variable ∆ is then incorporated into the objective function according 

to the penalty parameter 𝜇, in a similar fashion to Problem 2.15:  

Min
{𝑞𝑡,𝑤𝑡,𝑒𝑡,𝑣𝑡}𝑡=0

𝜏
 𝔼 ∑ (

1

1 + 𝜌
)

𝑡

∙ [𝐶(𝑞𝑡) + 𝐷(𝑒𝑡) + 𝜇 ∙ ∆(𝑣𝑡)]

𝜏

𝑡=0

 2.17 

2.3.5 Intertemporal CVaR method 

The intertemporal CVaR methodology (also referred to as nested CVaR or 

adaptive CVaR by other authors)has been discussed in [18][17][25][26], and its main 

objective has been described as introducing a coherent risk measure in the representation 

of risk aversion. The Conditional Value at Risk (CVaR) was originally proposed by [29] 

as a risk measure calculated for a certain probability distribution of potential outcomes, 

which was originally envisioned chiefly as a way to measure the exposure of traders to 

downside events in financial markets. These agents’ concern with determining useful risk 

indicators and avoiding excessive exposure to extreme events had grown markedly over 

the years, which had led to a rapid dissemination and widespread usage of the value-at-

risk (VaR) metric [30]. The CVaR was proposed as an alternative to the VaR, which 

satisfied certain desirable properties of coherency [31][27]. 

Generally speaking, the CVaR represents the average outcome among the worst-

case scenarios representing a fraction 𝛼 of the entire probability distribution – in which 
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𝛼 is an exogenous parameter. For example, the 𝐶𝑉𝑎𝑅10% of a probability distribution 

represented by 200 alternative outcomes would be calculated by taking the average of the 

20 (10% of 200) worst outcomes. In turn, the VaR is defined as the downside scenario 

that is only surpassed by the 𝛼 worst-case scenarios – i.e. it represents the threshold 

between the 𝛼 worst-case scenarios and the 1 − 𝛼 best-case scenarios. Figure 2-5 shows 

a graphic representation of these two quantities – in which calculating the CVaR, much 

like calculating the expected value, involves integrating over the shaded area. 

Mathematically, we may write: 

 𝑉𝑎𝑅𝛼(𝑅) = inf  {𝑟: Pr(𝑅 > 𝑟) ≤ 𝛼} 2.18a 

 𝐶𝑉𝑎𝑅𝛼(𝑅) = 𝔼  {𝑅: 𝑅 ≥ 𝑉𝑎𝑅𝛼} 2.18b 
 

 

Figure 2-5: Representation of the Expected Value (left) and the Conditional Value at Risk (right) of a variable 

R, for a given probability distribution P[R] (which can in principle be arbitrary– here represented as an 

exponential distribution). 

The classical usage of the VaR and CVaR metrics has been to quantify and 

manage downside risk – and for this usage, it is useful to define a parameter 𝛼 that is 

significantly smaller than unity (such as 10%, 5%, or 1%), in order to capture information 

on the “tail” of the probability distribution. Nonetheless, the definitions for the VaR and 

CVaR presented in Equations 2.18a and 2.18b are well-defined for higher values of 𝛼. 

The intertemporal CVaR methodology, as applied in the Brazilian hydrothermal 

dispatch problem, involves explicitly introducing the CVaR risk measure in the 

calculation of future costs. As shown in Section 2.3.3, the two-period optimization 

subproblem represented in Equation 2.13c depends on the expected value over all possible 

future outcomes ζ𝑡+1: 

𝑄(𝑡, 𝒙𝑡, ζ𝑡) = Min
{𝒖𝑡,𝒙𝑡+1}

{ 𝑃(𝑡, 𝒙𝑡, ζ𝑡, 𝒖𝑡) + 𝔼
ζ𝑡+1

𝑄(𝑡 + 1, 𝒙𝑡+1, ζ𝑡+1) } 2.19 
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It poses relatively little difficulty, however, to rewrite the problem introducing 

usage of a CVaR variable, using a weighing parameter 𝜆 to represent the relative 

importance of the expected value and CVaR variables: 

𝑄(𝑡, 𝒙𝑡, ζ𝑡) = 

Min
{𝒖𝑡,𝒙𝑡+1}

{ 𝑃(𝑡, 𝒙𝑡, ζ𝑡, 𝒖𝑡)

+ (1 − 𝜆) 𝔼
ζ𝑡+1

𝑄(𝑡 + 1, 𝒙𝑡+1, ζ𝑡+1)    

+                             +𝜆 𝐶𝑉𝑎𝑅𝛼
ζ𝑡+1

𝑄(𝑡 + 1, 𝒙𝑡+1, ζ𝑡+1)} 

2.20 

 
It is relevant to point out that this representation of the objective function will 

result in a more risk-averse operation (i.e. more sensitive to extreme events) for 𝛼 closer 

to zero and for 𝜆 closer to 1 (this understanding will be explored further in Section 4.3.2). 

As discussed in Section 2.3.3, the SDDP solution strategy involves introducing a 

set of approximations 𝑀𝑖(𝑡 + 1, 𝒙𝑡+1) that already incorporate the expectations operator. 

As a consequence, a direct approach to incorporating the CVaR risk measure into the 

objective function [25] simply involves changing the way how the different scenarios 

ζ𝑡+1 are weighed in the calculation of the cuts – which allows for a relatively simple and 

intuitive implementation. This direct approach has likewise been used in [26] and [27]. 

2.4 Paradigms of parametrization of the objective 

function in Brazil 

This Section focuses on the historical evolution of the representation of the cost 

of deficit function and of the discount rate – economic parameters that describe the key 

underlying tradeoffs involved in the optimization problem’s objective function. 

2.4.1 The cost of deficit and time discounting parameters 

As illustrated in Section 2.3.2 and reproduced in Equation 2.21 below, the 

objective function of the electricity dispatch problem involves essentially two tradeoffs 

[42]: 

 An intertemporal tradeoff, which reflects how strongly events in one period 

are penalized compared to events in subsequent periods, and which is 

described by the discounting parameter 𝜌; 
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 An intratemporal tradeoff between two components of the objective function: 

a financial costs component that reflects actual expenses incurred from 

operating the system and an implicit costs component that represents a penalty 

for violating the target demand constraint. This tradeoff is described by the 

cost of deficit function 𝐷 input to the system. 

Min
{𝑞𝑡,𝑤𝑡,𝑒𝑡,𝑣𝑡}𝑡=0

𝜏
 ∑ (

1

1 + 𝜌
)

𝑡

∙ [𝐶(𝑞𝑡) + 𝐷(𝑒𝑡)]

𝜏

𝑡=0

  2.21 

 
As a consequence, the discounting parameter 𝜌 and the cost of deficit function 𝐷 

are central parameters to describe the key tradeoffs involved that govern operative choices 

in a hydrothermal system – and therefore, we highlight these two parameters in the 

following Sections, addressing how they have been implemented in the Brazilian system. 

Implicitly, introducing risk-aversion methodologies would affect the tradeoff described 

by these variables in various ways (to be addressed in detail in Chapters 4 and 5) – 

however, the “baseline” tradeoff represented by these parameters retains its importance 

underneath this additional layer of complexity. 

One relevant topic that has never been fully settled is whether the parametrization 

of the Brazilian cost of deficit function should be increasing with the depth of the 

electricity deficit or not. Up to 2001, the optimization models used in Brazilian system 

operations used a single-tiered cost of deficit regardless of depth [33]; although the 

current representation uses a four-tiered cost of deficit function (as described in Sections 

2.4.3). Even though the official cost of deficit is defined by the Brazilian authorities in 

four stages, specialized studies are periodically carried out to derive a single-segment 

function that is “compatible” with this cost of deficit curve [58][54]; and planning studies 

typically use this single-tiered function in their simulations [53][56]. As described in 

Section 2.2.2, the electricity dispatch problem is deeply intertwined with the system 

expansion problem; and usage of different representation paradigms for these two 

assessments can result in some incompatibility between the two studies. Furthermore, 

these two representations could be affected differently by the introduction of risk-

aversion methodologies – a topic to be addressed separately. 

In particular, as discussed in [33], usage of a multi-tiered cost of deficit function 

tends to result in an increase in the likelihood of low-depth deficit events but a decrease 

in the likelihood of more severe events, as illustrated in Figure 2-6. Given that a system 
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often has some amount of “interruptible loads” that can be curtailed much more cheaply 

than others, this type of multi-tiered representation tends to be preferred for several 

applications – and indeed, it has been recommended in [33]. 

 

Figure 2-6: Probability of deficit as a function of the depth of the load cut, for a cost of deficit function 

represented with a single tier and multiple tiers. Adapted from [33] 

On the other hand, the single-tiered cost of deficit can be easier to calculate and 

communicate to market agents, as it relies on a single parameter – each additional tier in 

the cost of deficit function requires two additional parameters4, corresponding to the new 

tier’s cost of deficit and the depth in which it begins. Another advantage of the single-

tiered representation is that it is more compatible with the system operations implied by 

the risk-aversion threshold methodology (as described in Section 2.3.4) – which 

recommends going to great lengths to avoid the first unit of deficit, rather than accepting 

deficits of a certain depth to avoid even deeper deficits later on.  

For the purpose of this dissertation, we will focus mainly on the multi-tiered 

representation of the cost of deficit function as currently implemented for the Brazilian 

electricity dispatch problem – the main focus of this analysis. However, it is important to 

be aware of the alternative paradigm represented by single-tiered functions, as 

represented in the planning studies; and of the strengths and weaknesses of both 

parametrization choices. 

                                                 
4 This affirmation assumes that the cost of deficit is represented as a piecewise linear function – which is 

indeed often the case for models that rely on linear programming techniques, such as the official models 

used in the Brazilian system. 
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2.4.2 An early methodology: the implicit cost of deficit 

In the early years of usage of optimization models for hydrothermal dispatch in 

Brazil (see Section 2.2.1), the cost of deficit was in fact calibrated based on system 

simulations in order to reach a desired level for the system’s reliability – a methodology 

known as the implicit cost of deficit [32][35][36][33]. The core procedure used to 

calibrate the implicit cost of deficit involved pre-determining a given level for the system 

reliability and adjusting the cost of deficit such that the output of the model’s simulations 

would be compatible with this level of risk. In these early implementations, the cost of 

deficit was calibrated to ensure that the probability that any amount of energy curtailment 

occurs in a given year is equal to 5% (ignoring the depth of the load cuts for the purpose 

of evaluating this metric). 

The iterative procedure used to calibrate the cost of deficit in this manner is 

illustrated in Figure 2-7. Whenever the long-term simulation results in a risk of deficit 

greater than 5%, the cost of deficit is incremented; and whenever it results in a risk of 

deficit smaller than 5% the cost of deficit is decremented. This procedure continues until 

the risk is equal to 5% (within a given tolerance). 

 

Figure 2-7: Procedure for determining the implicit cost of deficit 

Although the methodology of the implicit cost of deficit is apparently 

straightforward, it has certain important limitations: 

 The implicit cost of deficit is only meaningful if supply and demand are 

reasonably balanced – the implicit cost of deficit calculated for an 

oversupplied system, for example, would be excessively low (and vice versa). 

In [41], a methodology for the implicit cost of deficit was proposed that used 

an additional criterion to ensure that the system is balanced. 
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 The proposed methodology can only determine a single dimension for the cost 

of deficit – which is generally associated to a single-tiered cost of deficit 

function (as described in Section 2.4.1). It is not possible to simultaneously 

calibrate the several parameters describing a multi-tiered cost of deficit. 

At the time of the market liberalization in Brazil (see Section 2.2.2), the cost of 

deficit to be used in the optimization models for hydrothermal dispatch and price-setting 

was fixed based on the most recent implicit cost of deficit simulations carried out at the 

time [33] – which pinpointed a cost of deficit equal to 540 US$/MWh (684 R$/MWh by 

2001) [64].  

Even though the implicit cost of deficit methodology has been effectively retired 

for a long time, substituted by an exogenously-calculated cost of deficit (as described in 

Section 2.4.3), the principle of determining a set of parameters implicitly based on 

calibrating the simulation parameters to reach the desired results has been very influential 

and widely applied in several instances of Brazilian system optimization. This same 

fundamental approach has been used, for example, for introducing a risk-aversion 

methodology in Brazil (as described in Section 2.5). Another high-profile example is the 

calculation of physical guarantees by calibrating the system’s supply-demand balance 

[39][41][59]. 

2.4.3 Economic input-output analyses and the explicit cost of 

deficit 

In the 1980s, state company Eletrobras started an initiative to calculate the social 

cost of deficit as an exogenous parameter that could be defined independently from the 

electricity dispatch problem and taken as an input to the optimization model [37][38]. The 

approach used by this study group relied on a macroeconomic analysis of the relationship 

between electricity consumption and economic output. In general, assessments of the cost 

of deficit that rely on this type of approach benefit from relatively easy-to-obtain data 

(when compared to more direct methods such as surveys); and they have been used in 

real-world implementations in a handful of countries [61][62] (with varying degrees of 

complexity and ultimate success). 

The Brazilian cost of deficit representation relies on the representation of 

Leontieff matrices [60] to address the impact of a reduction in electricity consumption on 
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each of the country’s economic sectors, while still taking into account the 

interdependencies between the various sectors. This methodology, first proposed by [63], 

involves calculating a marginal cost of deficit for each economic sector, based on 

regression analyses using marginal rates of change in gross domestic product, sectorial 

consumption of electricity, and sectorial participation in GDP. It is then assumed that 

economic sectors will have their consumption curtailed by up to 30%, ordered from 

sectors for which load is least valuable to those for which it is most valuable (i.e. perfect 

selectivity is assumed for the rationing policy) [93]. The sectors are then arranged in 

“blocks” to determine the cost of deficit on each “tier” of load curtailment, calculated as 

a weighted average of the sectorial costs of the curtailed sectors – as illustrated in Figure 

2-8. 

 

Figure 2-8: Ordering of the sectorial costs of deficit and arrangement in load blocks. Source: [38] 

The 1988 study calculated costs of deficit using economic input-output data from 

1975, the most recent dataset available [37]; and only in 1997 were these figures updated 

to 1996 values, taking into account how electricity production had evolved as a share of 

GDP over the previous decade [93]. After adjusting for inflation, the net effect of this 

update has been a 15% decrease in the cost of deficit for the second tier of deficits (for 

load cuts between 5% and 10%) accompanied by a small increase in the other three tiers 

– as illustrated in Table 2-1.  
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Table 2-1: Explicit costs of deficit calculated in previous assessments. Source: [37][93] 

Depth of deficit 

(% of total load) 

Cost of deficit (USD/MWh) Nominal 

change (%) 

Real change5 

(%) 1988 study 1997 study 

Less than 5% 161 221 +37% +3.5% 

5% to 10% 423 477 +13% -15% 

10% to 20% 702 997 +42% +7.1% 

More than 20% 813 1133 +39% +5.1% 
 
Another study aiming to establish an explicit cost of deficit was carried out by 

CEPEL in the early 2000s [96]. In this occasion, an alternative methodology was 

proposed, focusing on linear regression techniques to estimate the relationship between 

GDP and electricity consumption. The cost of deficit 𝜒 is written as a function of the 

elasticity of GDP 𝑐 with respect to electricity consumption 𝑑, as illustrated in Equations 

2.22 and 2.23 [96][35].  

 𝜒(𝑐) = 휀𝑐|𝑑(𝑐) ∙
𝑐

𝑑
 2.22 

 
휀𝑐|𝑑(𝑐) =

𝜕 log 𝑐

𝜕 log 𝑑
=

𝑑

𝑐
∙

𝜕𝑐

𝜕𝑑
 2.23 

 
Notably, the methodology introduced in [96] would result in a single-tiered cost 

of deficit, seeing that it relied on the assessment of an aggregate GDP quantity: in this 

sense, the methodology diverged from earlier assessments of the explicit cost of deficit, 

which favored multi-tiered representations. However, this characteristic also meant that 

the methodology was closer to the single-tiered implicit cost of deficit that was actually 

in use in Brazilian system operations, as described in Section 2.4.2. In a Public Hearing 

carried out in April and May 2001 [97], the Brazilian regulator recommended using this 

methodology to update the system’s implicit cost of deficit from the previous level of 684 

R$/MWh to a level of 2328 R$/MWh, while still maintaining the single-tiered nature of 

the cost of deficit function. 

The fact that such a substantial increase was seen as desirable serves to illustrate 

that the cost of deficit used during that period was likely severely underestimated. This is 

an extremely important piece of evidence, seeing that the rationing event in 2001 (as 

described in Section 2.2.3) has been used to argue that risk-neutral methodologies are 

systematically deficient, and that a widespread adoption of risk-aversion methodologies 

                                                 
5 Using the variation of the USA Consumer Price Index between 1988 and 1996, equal to 32.6% 
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is desirable to correct these shortcomings. Knowing that the system had been operated 

for several years using a low cost of deficit benchmark, it seems less surprising that 

reservoirs were gradually emptied over that period with no “warning signs” from the 

model. Furthermore, it is possible to speculate that the issues faced by Brazil in 2001 

could have been avoided if the cost of deficit had been recalibrated earlier – even in the 

absence of sophisticated risk-aversion methodologies. 

2.4.4 Current state of the cost of deficit variable 

Despite the Brazilian regulator’s intent to adopt an explicit single-tiered cost of 

deficit as described in Section 2.4.3, ultimately the electricity rationing from 2001 

derailed those plans, as the Crisis Management Committee became responsible for this 

decision. In January 2002, the Committee instituted a new level for the cost of deficit 

based on the four-tiered representation from the 1997 study [9]. No adjustment factors 

were implemented other than a “pure” currency conversion using a rate of 2.5 BRL/USD, 

despite the fact that the United States’ consumer price index had already risen almost 15% 

between 1996 and 2002 – which implies that the cost of deficit was likely slightly 

distorted as a consequence of this implementation. 

In November 2003, the Brazilian regulator called for a Public Hearing to 

determine a means to update the cost of deficit parameter [93], which was once again 

starting to lag behind after nearly two years without adjustments to correct for inflation. 

This public hearing culminated with a decision to update the cost of deficit values based 

on the evolution of the Brazilian price index IGP-DI, which represents a weighted average 

that takes into account both the consumer price index and the producer price index. Since 

then, this methodology has been applied to adjust cost of deficit prices every year 

according to inflation. 

The practice of periodically updating the cost of deficit according to an inflation 

index is an effective way to prevent the cost of deficit from gradually losing value over 

time simply due to inflation; and therefore it is expected to reduce systematic errors in 

the cost of deficit representation. However, this methodology cannot account for 

fundamental economic shifts that would result in the value of the cost of deficit either 

rising or falling in real terms – which means that, given that the parameters for the input-

output assessment were last revised in 1996, distortions are likely to have accumulated 
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over the course of nearly 20 years. Several authors have repeatedly addressed the 

importance of reassessing the cost of deficit parameter for the Brazilian system [36][43], 

proposing new and more refined methodologies. In 2014, the regulator finally called for 

a research effort (currently in progress) to recalculate the cost of deficit parameter [44]. 

Table 2-2 illustrates the current figures for the cost of deficit as applicable to the 

Brazilian system in 2015, in Brazilian reais, after successive adjustments according to 

inflation. 

Table 2-2: Explicit costs of deficit applicable to the Brazilian system in 2015. Source: [66] 

Depth of deficit 

(% of total load) 

Cost of deficit 

(BRL/MWh) 

Less than 5% 1 420.34 

5% to 10% 3 064.15 

10% to 20% 6 403.81 

More than 20% 7 276.4 
 

2.4.5 Discount rate parametrization in the Brazilian system 

Similarly to the cost of deficit, the discount rate adopted in the Brazilian 

optimization models has likewise been the object of revisions and controversies over the 

years – albeit to a lesser degree. There were two moments in the past in which the discount 

rate has been revised: 

 In January 2005, the discount rate used in electricity dispatch optimization was 

increased from 10% to 12% p.a. [64]. The 10% figure is similar to the 

benchmark discount rates adopted by state-owned company Eletrobras to 

assess the attractiveness of hydropower projects [46]; and it is possible that 

the discount rate was increased to reflect a higher rate of return required by 

private investors. 

 Although planning studies carried out since 2005 had used a discount rate of 

12% p.a. [53][65], starting in 2010 planning studies have been carried out 

using a lower discount rate of 8% p.a. [54][65]. This change was justified in 

[54] as being more consistent with the planning studies’ macroeconomic 

scenarios and long-term assessments, and in particular consistent with the 
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assumptions used in the National Energy Plan [57] (which uses an even longer 

horizon). 

As a consequence of the above changes, since 2010 the optimization of the 

dispatch problem has been using a different discount rate from the planning problem (12% 

and 8% p.a. respectively). Much like in the case of the different representations of deficit 

preferences (as discussed in Section 2.4.1), this discrepancy could lead to 

incompatibilities in the two representations with the introduction of risk aversion 

methodologies. 

In 2014, the Brazilian regulator opened a Public Hearing to address the topic of 

the discount rate in a more systematic fashion, in response to a questioning raised in a 

session in August 2013. The documentation prepared for this public hearing offered 

alternatives for real discount rates ranging between 5% and 8% (lower, therefore, than 

the 12% implemented currently), using methodologies such as the historical assessment 

of treasury bond yields as an estimate of the risk-free return rate [45] and a classical 

capital asset pricing model (CAPM) implementation [46]. Although detailed simulations 

of the system operations seem to indicate that the impact of revising this parameter is 

generally small  [47], the regulator ultimately decided for maintaining the discount rate 

for the dispatch optimization models at the current level of 12% p.a. for 2015 [48], 

promoting further research and discussions for a revision starting in 2016. 

2.5 Breakdown of the official assessment of risk-aversion 

methodologies 

This Section discusses the study that led to the implementation of the 

intertemporal CVaR risk-aversion scheme in Brazil, with an emphasis on the 

methodology adopted to select the desired parametrization for the problem’s revised 

objective function. 

2.5.1 Objectives and criteria for the assessment 

After the publication of a key resolution of the National Energy Policy Committee 

in 2013 (as discussed in Section 2.2.4), a major computational effort was carried out with 

two major objectives: to verify the robustness and good performance of the risk aversion 
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methodologies, and to elect one implementation that represented a “best” choice of 

parameters [15]. The members of the Permanent Commission for the Analysis of 

Methodologies and Computer Models of the Electricity Sector (CPAMP), which 

produced this official document, carried out a thorough analysis encompassing multiple 

different representations of the Brazilian system (as described in Section 2.5.3) and 

assessing multiple important variables – such as thermal generation, probability and depth 

of electricity deficits, storage levels, system marginal cost, and expected spillages. 

In order to decide which of the candidate risk aversion methodologies was most 

adequate for the Brazilian system’s needs, the key principle used to guide the analyses 

and choice of parametrization was that the risk-aversion implementation should promote 

a significant reduction in the depth and likelihood of electricity deficits (reliability), but 

without imposing too large an increase in the operational costs of thermal generation 

(affordability). This important tradeoff between security of supply and impacts on the 

system’s operational costs has been summarized in CPAMP’s analyses by the 

introduction of a performance index, which compares the simulation results of a risk-

averse simulation (indexed by 𝑖) with a reference methodology (𝑟𝑒𝑓) representing the 

(less conservative) risk-aversion curves that were used in Brazilian system operations at 

the time (see Section 2.2.3). As shown in Equation 2.24, this index expresses the ratio 

between the observed increase in thermal generation costs and the corresponding 

decrease in the cost of deficit – and therefore it is desirable for a high-performing 

methodology 𝑖 to have a low performance index. 

 𝐼𝑛𝑑𝑒𝑥𝑖 = |
(𝑂𝑝𝑒𝑟𝑎𝑡𝑖𝑣𝑒𝐶𝑜𝑠𝑡𝑠)𝑖 − (𝑂𝑝𝑒𝑟𝑎𝑡𝑖𝑣𝑒𝐶𝑜𝑠𝑡𝑠)𝑟𝑒𝑓

(𝐶𝑜𝑠𝑡𝑂𝑓𝐷𝑒𝑓𝑖𝑐𝑖𝑡)𝑟𝑒𝑓 − (𝐶𝑜𝑠𝑡𝑂𝑓𝐷𝑒𝑓𝑖𝑐𝑖𝑡)𝑖
| 2.24 

 
Figure 2-9 illustrates the key simulation effort that was carried out spanning a 

wide range of different parameters – the highlighted red square represents the average 

simulation results (in terms of global operational cost and cost of deficit) for the 

“reference” approach, whereas each of the other points represents a different set of 

parameters used in a risk-averse simulation. Even though the points are not labeled, each 

of the two risk-aversion methodologies (discussed in Section 2.2.4) involved setting two 

different parameters: for the SAR methodology, the penalty 𝜇 for violation of the 

threshold and the target storage level 𝑣𝜏
∗ (see Section 2.3.4); for the intertemporal CVaR 

methodology, the threshold for the conditional value-at-risk 𝛼 and the weighing 

parameter 𝜆 (see Section 2.3.5). 
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Figure 2-9: Tradeoff between the (average) cost of deficit and the (average) operational costs of thermal 

generation, for multiple sets of parameters for the CVaR and SAR methodologies, using parameters and 

starting conditions from the Monthy Operational Plan (PMO) from October 2012. Adapted from [15]. 

In large part due to the time constraints and desire to quickly introduce a consistent 

representation of risk aversion in the Brazilian system, the exploration represented in 

Figure 2-9 represented a relatively minor part of CPAMP’s document – after this initial 

assessment, simulations were focused on only a handful of alternatives, as addressed in 

Section 2.2.4. Unfortunately, this “pragmatic” approach due to the country’s context 

meant that the interactions between the risk aversion parameters, the Brazilian system 

conditions, and the simulation outputs (such as thermal costs and costs of deficit) were 

not evaluated in full detail. Given how important the risk aversion methodology is to the 

Brazilian system, directly affecting the price of electricity, hydro reservoir management, 

and decisions to expand the system, a deeper understanding of the fundamental 

relationships between these many moving parts would be invaluable – and this is one of 

the main objectives we hope to address with this dissertation. 

2.5.2 Efficient frontier and assessment of tradeoffs 

Many of the simulation results shown in Figure 2-9 allow strict improvements – 

i.e. by choosing another set of risk-aversion parameters, it is possible to reduce both the 

average cost of deficit and the average thermal costs simultaneously. Given the evaluation 

framework proposed by CPAMP (based on the performance index represented in 
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Equation 2.24), only a small subset of the evaluated parameters can be said to belong to 

the efficient frontier of the problem – represented in Figure 2-10 by a dashed orange line.  

The five parametrization alternatives that were addressed in more detail in 

CPAMP’s document are all on the efficient frontier or very close to it, as illustrated by 

the red arrows in Figure 2-10 – in which the dark red arrow highlights the parametrization 

that was ultimately adopted in the Brazilian system, corresponding to the CVaR 

implementation with 𝛼 = 0.5 and 𝜆 = 0.25. However, little effort has been made to 

understand the nature of these inefficiencies, and therefore it is not clear whether these 

alternatives would continue to be the best ones as the Brazilian system evolves. Seeing 

that there are initiatives to revise the cost of deficit (see Section 4.4.5) and the discount 

rate (see Section 2.4.3), this is an especially important topic. 

 

Figure 2-10: Tradeoff between the (average) cost of deficit and the (average) operational costs of thermal 

generation (see Figure 2-9), with the “efficient frontier” and some important data points highlighted. Adapted 

from [15]. 

Another important consideration is with regards to the shape of the efficient 

frontier: it is clear that there are diminishing returns in the sense that even risk-aversion 

methodologies imposing very drastic increases in the thermal costs tend to achieve 

modest decreases in the deficit cost beyond a certain point. As a consequence, it is no 

surprise that the “mildest” risk-aversion methodology among the five evaluated (i.e. the 

one that resulted in the smallest reduction in the average cost of deficit) was the one with 

the best (i.e. lowest) performance index. This is illustrated in Figure 2-11: in five out of 
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six simulations, the CVaR parametrization #1 (with 𝛼 = 0.5 and 𝜆 = 0.25, ultimately 

adopted for usage in the Brazilian system) has the lowest performance index. 

On the other hand, because only a handful of candidates have been evaluated this 

way, one question that may be posed is whether certain slightly less conservative choices 

of parameters could be preferred to the one ultimately selected. In particular, “milder” 

risk aversion implementations have been underrepresented in the later simulations – such 

as the parametrization highlighted with a grey arrow in Figure 2-10. Compared to the 

approach that was ultimately selected (dark red arrow), this approach results in a 

substantial reduction in thermal costs with a relatively small increase in the cost of deficit; 

and therefore is likely to result in an even better performance index. Without a clear 

optimality criterion, it is difficult to properly justify this choice of implementation. 

 

Figure 2-11: Performance indexes calculated for five different risk-aversion methodologies (see Section 2.3.4 

and 2.3.5) and according to six different official representations of the Brazilian system (shown in the x-axis: 

the particular characteristics of these representations will not be discussed here). Adapted from [15]. 

2.5.3 Parallel with the implicit parametrization of the cost of 

deficit 

There are several interesting parallels between the old methodology implemented 

in Brazil to determine the implicit cost of deficit (see Section 4.4.5) and the task of 

selecting the desired implementation of risk aversion in the Brazilian system (see Section 

2.5.1). Both are extremely important parameters for the optimization problem that are 
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notoriously difficult to pinpoint – requiring a deep understanding of consumers’ 

preferences. In addition, in both cases the Brazilian authorities adopted an essentially 

simulation-centric approach to make that difficult choice; choosing the parameters that 

resulted in the desired simulation outputs. 

A key distinction, however, is that the implicit cost of deficit involved a stable 

methodology and a clear target that must be met in order to ensure that the selected cost 

of deficit has been optimized. In contrast, the exploration of risk aversion methodologies 

has involved a more free-form approach, with the various alternatives being described 

using a panel of indicators; rather than having a clear hard-set goal. One approach is not 

necessarily superior to the other – and indeed, given the high degree of complexity and 

the multivariate nature of the problem being addressed, it would be challenging (and 

potentially controversial) to synthetize the goals of a risk-aversion methodology into a 

single indicator. 

2.5.4 Limitations of the simulation-centric approach 

One key limitation of using market simulations to determine an optimal choice of 

parameters is that the validity and correctness of the decision is limited to the accuracy of 

the market model. Models are representations of the physical system that always leave 

some details out, and for this reason it is not uncommon that the simulation outputs will 

not be perfectly aligned with reality – which means a simulation-centric approach could 

lead to some biased recommendations. By using an array of different representations to 

assess the impact of the risk aversion methodologies, the efforts conducted by CPAMP 

(as described in Section 2.5.1) have been able to mitigate this issue to some extent – 

however, as discussed in Sections 2.4.4 and 2.4.5, there is a possibility for future revisions 

of the problem representation that have not been assessed in any of the simulations carried 

out. 

Even though it would be impractical to represent the many different possible 

representations detailed above, it is important to take into account that many of them, if 

ultimately implemented, would result in a more conservative operation of the Brazilian 

system – thus reducing the need for risk aversion methodologies in general. To a certain 

extent, the risk aversion implementation can temporarily substitute one or several of the 

above refinements, having a similar role in inducing more conservative operations while 
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more accurate representations of the system are not available. However, this usage of risk 

aversion methodologies as a proxy for certain unrepresented aspects of the optimization 

problem would function best if it involved (i) greater transparency in this interpretation 

of risk aversion methodologies, (ii) a more in-depth understanding of the behavior of the 

CVaR implementation as parameters are shifted, and (iii) a clear schedule for the 

implementation of these refinements and gradual phase-out of the risk-aversion 

methodology. 
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3 CLASSICAL DECISION THEORY AND 

FOUNDATIONS OF CENTRAL PLANNING 

PROBLEMS 

3.1 Introduction 

This chapter presents what is essentially a literature review on classical decision 

problems involving utilitarian public choice problems. Even though multiple alternative 

representations of preferences have been elaborated and expanded upon over the years, 

utility maximizing principles remain an important foundation of many optimization 

problems – including the electricity dispatch problem analyzed in the present dissertation. 

In particular, as presented in Chapter 2, the Brazilian electricity dispatch involves a 

centralized decisionmaker making choices on behalf of other agents – and utilitarian 

representations tend to be especially suited to this type of implementation, due to their 

axiomatic structure.  

Section 3.2 provides an introduction to the classical utilitarian decision theory, 

highlighting some of its key properties and common assumptions. 

Section 3.3 discusses the relationship between a central planner’s optimization 

problem and the market equilibrium attained by multiple players’ individual choices. An 

important consideration is that the optimal choice from a central planner’s standpoint 

must take into account any opportunities for risk-sharing between players. 

Section 3.4 illustrates some classical developments involving utility function 

applied to macroeconomic optimization problems. These represent a prominent example 

of public choice problems involving risk-aversion, which will be central to some of the 

developments in Chapter 4. 

3.2 Utilitarian decision theory 

In this Section, we present an introduction to the classical utilitarian decision 

theory, highlighting some of its key properties and common assumptions. 



 

                                                                                                                                                                                                                                                                    

40 

 

3.2.1 Principles and formulation 

In the 1940s, John von Neumann and Oskar Morgenstern proved a powerful 

mathematical result about individual’s preferences under uncertainty [67]. Interpreting 

agents’ choices among uncertain outcomes as a choice between lotteries with a priori 

known odds, the preferences of any individual that satisfy certain “rationality axioms” 

must be compatible with the task of maximizing expected utility, for some real-valued 

utility function (known as the VNM-utility function, after the authors’ initials) associated 

with the various outcomes. 

An important benefit of adopting a utilitarian framework in the VNM sense for a 

central planner’s decision making is that all efforts can be concentrated in identifying 

how the different outcomes should be valued relative to each other in order to construct 

the utility function – the probability that those outcomes effectively materialize being 

unimportant. This strongly contrasts with an approach centered on risk measures (as 

discussed in Section 2.3.5), since by definition the probability of different outcomes is 

used to determine the acceptable level of risk. The relationship between the VNM utility 

approach and the approach based on risk measures will be explored further in Section 4.2. 

Despite this important property, the axioms used to state the VNM utility theorem 

apply to generic lotteries – in which each lottery represents a set of probabilities 𝑝𝑖 of 

experiencing each possible outcome 𝑋𝑖 (in which the probabilities 𝑝𝑖 add to one). In this 

representation, lotteries can be combined – i.e. playing the lottery A with probability 𝛿 

and the lottery B with probability 1 − 𝛿 is equivalent to playing a different lottery X, 

which belongs to the space of all possible lotteries (for 𝛿 between zero and one). The set 

of probabilities 𝑥𝑖 associated to lottery X is related to the sets of probabilities 𝑎𝑖 and 𝑏𝑖 

associated to the lotteries A and B as follows: 

 𝑥𝑖 = 𝛿 ∙ 𝑎𝑖 + (1 − 𝛿) ∙ 𝑏𝑖 3.1 
 
Writing an agent’s preferences as ≻ (“prefers to”), ∼ (“is indifferent to”), or ≿ 

(“prefers or is indifferent to”), the four VNM axioms can be stated as follows: 

∙ Completeness: the agent’s preferences must be stated for any possible pair of 

lotteries, and must be persistent. For any two lotteries A and B, exactly one of 

the following must be true: 𝐴 ≻ 𝐵, 𝐵 ≻ 𝐴, or 𝐴 ∼ 𝐵. 
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∙ Transitivity: the agent’s preference ordering is retained when comparing 

three or more lotteries. For lotteries A, B, and X, if 𝐴 ≿ 𝐵 and 𝐵 ≿ 𝑋, it must 

follow that 𝐴 ≿ 𝑋. 

∙ Continuity: if a combination of lotteries can be either better or worse than a 

middle option, then a middle point in which they are exactly indifferent can 

always be found. If 𝛿1 ∙ 𝐴 + (1 − 𝛿1) ∙ 𝐵 ≿ 𝑋 ≿ 𝛿0 ∙ 𝐴 + (1 − 𝛿0) ∙ 𝐵,6 then 

there is some intermediate 𝛿∗ that satisfies 𝛿∗ ∙ 𝐴 + (1 − 𝛿∗) ∙ 𝐵 ∼ 𝑋. 

∙ Independence: an ordering between two preferences is maintained even if the 

possibility of a third irrelevant lottery is added to both sides of the mix. If 𝐴 ≻

𝐵, then 𝛿 ∙ 𝐴 + (1 − 𝛿) ∙ 𝑋 ≻ 𝛿 ∙ 𝐵 + (1 − 𝛿) ∙ 𝑋 for any lottery X and for any  

𝛿 between zero and one. 

The above axioms have been extensively examined and often criticized regarding 

their applicability to real-world decision making [68][69]. However, one important 

consideration is that an agent that does not satisfy the above conditions would be 

exploitable – i.e. it would accept a set of gambles that would leave it strictly worse off. 

For this reason, utilitarian frameworks tend to be extremely desirable in the field of central 

planning and public works, given that they are the only choices that allow for consistent 

decisions that are not exploitable by an outside force. 

3.2.2 Single-variable utility representation and risk aversion 

Intuitively, the concept of risk aversion is connected to a behavior that is often 

observed among market agents, according to which they tend to prefer a certain outcome 

rather than an uncertain lottery, even if the lottery would result in a higher payoff on 

average. For example, an agent faced with a lottery in which it has a 50% chance to win 

$1 and a 50% to receive zero could accept an offer to receive only $0.4 to avoid the lottery 

– even though the expected payoff of the uncertain outcome is $0.5. 

Describing this type of behavior as “risk-averse” is connected to the fact that it 

seems “natural” for an agent to weigh the different outcomes according to the dollar value 

of the payoff. However, the notion of risk aversion is perfectly consistent with the 

utilitarian decision theory, as it simply requires agents to attribute to different outcomes 

an implicit utility value that is not directly proportional to the payoff. Figure 3-1 

                                                 
6 For 𝛿1 = 1 and 𝛿0 = 0, this inequality can be simply written as 𝐴 ≿ 𝑋 ≿ 𝐵 



 

                                                                                                                                                                                                                                                                    

42 

 

illustrates how different preferences regarding lotteries could be represented by utility 

functions. 

 

Figure 3-1: Sample utility functions – risk-neutral (left), risk-averse (middle), and risk-prone (right) 

The three functions represented in Figure 3-1 illustrate different behaviors: 

∙ In the figure on the left, the linear utility function implies that the agent is risk-

neutral: a certain outcome of $0.5 is valued by the agent exactly as much as a 

lottery with equal odds to receive $0 or $1. As shown in the figure, the utility 

value in the first case is equal to the average utility in the second scenario, 

both equal to 0.5. 

∙ In the middle figure, the concave utility function implies that the agent is risk-

averse: a certain outcome of $0.5 is valued by the agent higher than a lottery 

with equal odds to receive $0 or $1. As shown in the figure, the utility value 

in the first case is around 0.8, whereas the average utility in the second 

scenario is 0.5. 

∙ In the rightmost figure, the convex utility function implies that the agent is 

risk-seeking: a certain outcome of $0.5 is valued by the agent lower than a 

lottery with equal odds to receive $0 or $1. As shown in the figure, the utility 

value in the first case is around 0.1, whereas the average utility in the second 

scenario is 0.5. 

As mentioned in Section 3.2.1, the standard utility theory makes very few claims 

on the nature of agents’ preferences – and therefore an agent’s rational preferences can in 

principle deviate substantially from the basic patterns presented in Figure 3-1. However, 

the concept of relating risk aversion to the concavity of the utility function is a useful one 

– and similarly, it is useful to make some additional “reasonable” assumptions, such as 

that the utility function is increasing and continuous. A couple of useful coefficients that 

function as indicators of the degree of risk aversion have been proposed [70][71], using 

the first and second derivatives of the utility function (𝑢′ and  𝑢′′ respectively) as key 
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inputs. The classical formulations for the absolute risk aversion coefficient 𝐴𝑢(𝑥) and the 

relative risk aversion coefficient 𝑅𝑢(𝑥) are represented in Equations 3.2a and 3.2b. 

 𝐴𝑢(𝑥) = −
𝑢′′(𝑥)

𝑢′(𝑥)
 3.2a 

 𝑅𝑢(𝑥) = −
𝑢′′(𝑥)

𝑢′(𝑥)
∙ 𝑥 = 𝐴(𝑥) ∙ 𝑥 3.2b 

 
Figure 3-2 shows three different utility functions (in red) for which 𝐴(𝑥) is 

independent of 𝑥 – as evidenced by the flat blue lines. They belong to a category of 

functions known as constant absolute risk aversion functions or CARA, and differ only 

on the parameter that determines the function’s curvature – with the rightmost function 

representing the most risk-averse of the three, and the leftmost function representing the 

least risk-averse one. 

 

Figure 3-2: Sample utility functions (in red) along with their respective absolute risk aversion coefficients (in 

blue), belonging to the CARA family of functions 

Figure 3-3 shows a more diverse group of utility functions, which are nonetheless 

perfectly compatible with the standard axioms of utilitarian decision theory. The leftmost 

image shows a member of yet another important family of functions – representing 

constant relative risk aversion functions or CRRA, for which 𝑅𝑢(𝑥) is constant for all 𝑥 

(and therefore 𝐴𝑢(𝑥) is inversely proportional to 𝑥). In turn, the leftmost image shows an 

example of a more complex function that changes behavior, moving from risk-averse 

(𝐴𝑢(𝑥) > 0) to risk-seeking (𝐴𝑢(𝑥) < 0)7; and is included mostly for illustrative 

purposes. 

                                                 
7 The risk aversion coefficient for this graph has been plotted using a different scale from the other graphs 

in Figure 3-2 and Figure 3-3. 
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Figure 3-3: Sample utility functions (in red) along with their respective absolute risk aversion coefficients (in 

blue), belonging to various families of functions 

The middle image from Figure 3-3 illustrates a piecewise linear utility function is 

represented – another important category of functions that has been explored in [72][74]. 

The discontinuous nature of this family of functions makes certain of their mathematical 

properties more difficult to assess; but on the other hand they are well-suited for many 

practical implementations, such as models relying on linear programming techniques.  

Within each of the straight line segments of a piecewise linear utility function, the 

risk aversion coefficient is equal to zero (indicating that the agent using this type of 

function will remain locally risk-neutral) – however, the function’s behavior at the 

“inflection points” where two segments connect gives the function a globally concave 

shape. Because the function is not differentiable at those points, the classical risk-aversion 

coefficient as represented in Equation 3.2 is undefined – however, intuitively it is still 

possible to adjust the degree of risk-aversion implicitly represented by altering the ratio 

between the slopes of the segments immediately to the right and to the left of the inflection 

point. 

In conclusion, it is possible to represent risk aversion in an agent’s preferences 

under an utilitarian framework by applying some concave transformation on the explicit 

dollar values of the outcomes, in order to obtain a subjective utility value according to 

which these outcomes would be effectively ranked and compared. There are several 

families of candidates for such concave transformations, as illustrated in Figure 3-2, 

which represent different behaviors for the decision maker in the face of risk. 
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3.2.3 Two-variable utility representation and elasticities of 

substitution 

Section 3.2.2 has addressed the concept of risk-aversion applied to a single 

consumption variable, represented by a dollar amount. However, the general concept of 

the utility function can be applied to multivariate outcomes, representing scenarios in 

which the agent must compare bundles containing different quantities of individual 

goods. An agent’s preferences over a two-variable lottery involving goods 𝑥 and 𝑦, for 

example, can be described by the utility function 𝑢(𝑥, 𝑦). 

In general, a useful approach to describe and understand such bivariate 

preferences is to evaluate how consumers’ indifference curves between the two goods 

ought to behave – each curve is associated with a constant value for 𝑢(𝑥, 𝑦), such that the 

agent is indifferent between any outcome (𝑥, 𝑦) belonging to the same curve. This 

representation clearly indicates to what extent an increase in consumption in good 𝑥 can 

compensate for a decrease in consumption in good 𝑦 and vice versa – a behavior that can 

be described by metrics such as the marginal rate of substitution and the elasticity of 

substitution between the two goods. Although utility representations allow for very 

general, nuanced relationships between two goods, the sets of preferences that are most 

useful for economic analysis typically impose certain additional constraints – which 

imply that the indifference curves described by the bivariate utility function tend to follow 

the behavior illustrated in Figure 3-4. 

 

Figure 3-4: Indifference curves for a bivariate utility function, with 𝒖𝟑 > 𝒖𝟐 > 𝒖𝟏, and illustrating various 

types of goods: perfect substitutes (left), perfect complements (right), and “normal” goods (center) 

The image on the left in Figure 3-4 shows an example of perfectly substitute goods 

– in which consumers may easily compensate for a lack of product 𝑥 by linearly 

increasing its consumption of good 𝑦, and vice versa. In this type of representation, 

starting from equilibrium, any small shift in prices may motivate the agent to completely 
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eschew one of the goods (reducing its consumption to zero) in favor of the other – 

implying that the elasticity of substitution between good 𝑥 and good 𝑦 is infinite. In 

contrast, the image on the right illustrates an example of perfectly complementary goods 

– in which no increase in the consumption of 𝑥 can compensate for a reduction in 

consumption of 𝑦 (and vice versa), as one good is essentially “worthless” without the 

other. In this scenario, the marginal elasticity of substitution between the two goods is 

zero – no matter how much more expensive one of the goods is in relation to the other, 

the consumer will never prefer to substitute one good for the other in its consumption 

bundle. Most goods, however, tend to show an intermediate behavior, as illustrated by 

the middle image in Figure 3-4 – the consumer has a preference for consuming a bundle 

of several goods (they are complements to some extent), but it will accept to decrease its 

consumption of one good in exchange for a sufficiently large increase in the consumption 

of another good (they are substitutes to some extent). These goods can be said to have a 

finite, non-negative elasticity of substitution. 

3.2.4 The concept of “aggregate consumption” and its limitations 

Another useful assumption for many implementations is to assume that the agents 

are able to freely buy and sell goods in its consumption bundle at market prices – and that 

the market is sufficiently large that the agent’s trading won’t materially affect those 

prices. Under these conditions, the agent’s preference for a specific bundle of goods can 

be described solely as the total “dollar value” of said goods – seeing that, even if the agent 

receives a completely unwanted bundle, it can sell all goods at market prices and purchase 

a more desirable bundle instead.  

This representation of an agent’s preferences as a financial outcome that reflects 

aggregate consumption is an elegant way of simplifying the problem – given that the wide 

diversity of goods available for consumption could otherwise make this problem 

intractable. Although it represents a simplification, this representation has been used 

extensively in economic modelling (see Section 3.4.1); and indeed it is an integral part of 

the calculation of risk measures (as illustrated in Section 2.3.5). 

It is important to note, however, that this simplification does not imply that money 

is valued as an end goal; but rather only as far as it is able to purchase desired bundles of 

goods. This implies that an increase in the price level will directly affect the agent’s ability 
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to purchase its desired bundle of goods; in turn implying that “money” may become less 

valuable if the price level increases. This is especially important for intertemporal 

assessments (see Section 3.2.5) – gradual shifts in the price level, typically represented 

for “typical” baskets of goods in the form of inflation indices, must be taken into account 

when comparing dollar values in different periods. 

Despite the usefulness of this simplification, in certain situations it may be 

important to explicitly note the contributions of multiple components in a bundle of 

goods. This distinction between goods can be important in situations in which it is not 

possible to easily trade one good for the other – for example, if the secondary good cannot 

be bought in the market in exchange for dollars at any price. Usage of bivariate models 

has been especially widespread in the context of environmental economics – in which the 

consumers’ utility depends on a secondary variable (besides general consumption) that 

represents the general quality of the environment [72]. 

3.2.5 Intertemporal extension of utilitarian preferences 

In its original formulation, the VNM utility theorem (see Section 3.2.1) did not 

explicitly involve any type of decisions over time. In a general sense, a rational agent’s 

preferences for a set of sequential outcomes 𝑥1, 𝑥2, 𝑥3, … could be represented by a utility 

function that takes each of those individual outcomes as an input: 𝑢(𝑥1, 𝑥2, 𝑥3, … ). 

However, this type of representation is overly broad and not very useful – seeing that it 

would be impractical to reconstruct a utility function accounting for every conceivable 

interaction between the outcomes at different periods. 

The topic of intertemporal decision making has been addressed by [75][76][77], 

and by assuming a few additional axioms regarding time preferences it is possible to 

derive that agent’s preferences must be consistent with exponential discounting. In 

essence, this further development states that agents’ intertemporal preferences may be 

represented by a time-invariant utility function applied to the outcome in each period 

individually, and by a time weighing parameter 𝛽 – as represented in Equation 3.3a. It is 

often useful to rewrite the exponential parameter 𝛽 as a function of a discount rate 𝜌, as 

shown in Equation 3.3b – this representation is similar to the one from Section 2.3.2. 

 𝑢(𝑥1, 𝑥2, 𝑥3, … ) = ∑ 𝛽𝑡 ∙ 𝑢0(𝑥𝑡)

∞

𝑡=1

  3.3a 
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 𝑢(𝑥1, 𝑥2, 𝑥3, … ) = ∑ (
1

1 + 𝜌
)

𝑡

∙ 𝑢0(𝑥𝑡)

∞

𝑡=1

  3.3b 

 
The intertemporal case defines a program as being an infinite sequence of 

lotteries; and accepts the following additional axioms beyond the ones presented in 

Section 3.2.1 for the individual lotteries:  

∙ Sensitivity: the agent’s preferences between two programs must be sensitive 

to the lottery experienced at a given point in time. For this, there must exist a 

program (𝑥1, 𝑥2, 𝑥3, … ) and a lottery 𝑦1 so that (𝑥1, 𝑥2, 𝑥3, … ) ≻

(𝑦1, 𝑥2, 𝑥3, … ) – this ensures that 𝑥1 is not irrelevant in the ordering. 

∙ Independence: an ordering between two programs can be traced back to an 

ordering between lotteries that constitute them, and this ordering is maintained 

regardless of irrelevant lotteries present in both programs in the same periods. 

For any given programs  (𝑥1, 𝑥2, 𝑥3, … ) and (𝑦1, 𝑦2, 𝑦3, … ): 

 If (𝒙𝟏, 𝑥2, 𝑥3, … ) ≿ (𝒚𝟏, 𝑥2, 𝑥3, … ), then for any reference program 

(𝑧1, 𝑧2, 𝑧3, … ) it must follow that (𝒙𝟏, 𝑧2, 𝑧3, … ) ≿ (𝒚𝟏, 𝑧2, 𝑧3, … ) 

 If (𝑥1, 𝒙𝟐, 𝒙𝟑, … ) ≿ (𝑥1, 𝒚𝟐, 𝒚𝟑, … ), then for any reference lottery 𝑧1 it 

must follow that (𝑧1, 𝒙𝟐, 𝒙𝟑, … ) ≿ (𝑧1, 𝒚𝟐, 𝒚𝟑, … ) 

 If (𝒙𝟏, 𝒙𝟐, 𝑥3, 𝑥4, … ) ≿ (𝒚𝟏, 𝒚𝟐, 𝑥3, 𝑥4, … ), then for any reference 

program (𝑧1, 𝑧2, 𝑧3, … ) it must follow that (𝒙𝟏, 𝒙𝟐, 𝑧3, 𝑧4, … ) ≿

(𝒚𝟏, 𝒚𝟐, 𝑧3, 𝑧4, … ) 

∙ Stationarity: an ordering between two programs that start at the same 

conditions must be maintained if the sequence of future lotteries is shifted 

forward in time. This requires that, for any given programs  (𝑥1, 𝑥2, 𝑥3, … ) and 

(𝑦1, 𝑦2, 𝑦3, … ), the relationship (𝒙𝟏, 𝑥2, 𝑥3, … ) ≿ (𝒙𝟏, 𝑦2, 𝑦3, … ) is true if and 

only if the relationship (𝑥2, 𝑥3, 𝑥4, … ) ≿ (𝑦2, 𝑦3, 𝑦4, … ) between the “time-

shifted” programs is also true. 

∙ Monotonicity: this postulate ensures that an infinite sequence of 

improvements starting from a given program is itself an improvement over 

that program. Therefore, if (𝑥1, 𝑥2, 𝑥3, … ) and (𝑦1, 𝑦2, 𝑦3, … ) are programs 

such that, for any 𝑡 ≥ 1,  (𝑥1, 𝑥2, … , 𝑥𝑡−1, 𝒙𝒕, 𝑦𝑡+1, 𝑦𝑡+2, … ) ≿ 

(𝑥1, 𝑥2, … , 𝑥𝑡−1, 𝒚𝒕, 𝑦𝑡+1, 𝑦𝑡+2, … ), then it must follow that (𝑥1, 𝑥2, 𝑥3, … ) ≿

(𝑦1, 𝑦2, 𝑦3, … ). 
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Much like the general VNM utility theory, exponential discounting as a concept 

has been criticized and questioned by several authors, but to this date remains the most 

common way to represent agents’ time preferences. The exponential discounting 

representation of time preferences requires much stricter conditions than the general 

VNM utility axioms, and some limitations of the axioms described above have been 

discussed in [77]. Despite these limitations, the representation of preferences using time 

discounting is a powerful framework with major real-world applications; which justifies 

its pervasiveness – and, even though this representation greatly simplifies the 

intertemporal decision problem, there is still ample opportunity for complex interactions; 

as addressed in the following Section. 

3.3 Market equilibria and aggregate preferences 

This Section discusses the relationship between a central planner’s optimization 

problem and the market equilibrium attained by multiple players’ individual choices. An 

important consideration is that the optimal choice from a central planner’s standpoint 

must take into account any opportunities for risk-sharing between players. 

3.3.1 Deterministic microeconomic equilibria 

As introduced in Section 2.2.2 in the context of electricity market reforms, 

introducing open markets in which goods may be freely traded are useful mechanisms 

that allow selfish agents to coordinate and find mutually beneficial trades that ultimately 

result in optimal allocations of goods among the multiple agents. Although several 

authors have carried out mathematical developments aimed at capturing the particular 

characteristics of the electricity market specifically [83][85][86], this Section will be 

focused on more general considerations – our main goal is to provide a better 

understanding of how agents’ individual preferences translate into an “equivalent” 

aggregate preference by means of market trades. 

A classic result of microeconomic theory is that the most desirable outcome will 

be attained when each good may be traded at the equilibrium price 𝑃∗ that reflects the 

intersection between the supply and demand curves. This concept is illustrated in Figure 

3-5, where a total amount 𝑄∗ of the good is traded at an equilibrium price 𝑃∗. 
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Figure 3-5: Representation of the market equilibrium obtained as the intersection between the supply and 

demand curves 

Because both suppliers and consumers are assumed to be rational, trading at the 

marginal price ensures that the desired quantity of the good will be produced as cheaply 

as possible and allocated to the consumers that value it the most. For suppliers represented 

in the supply curve to the right of the point of equilibrium, it would be more costly to 

produce the good than they would be remunerated for it; and therefore they rationally 

choose not to produce; and likewise consumers whose preference is represented in the 

demand curve to the right of the point of equilibrium would voluntarily choose to reduce 

their consumption – since the price 𝑃∗ they would need to pay for the good would be 

more hurtful than the loss in welfare from the reduced consumption. 

In classic economic theory, the area shaded in red is referred to as the consumers’ 

surplus; or their perceived net gain from that trade after paying the price 𝑃∗ for the good. 

Similarly, the area shaded in blue refers to the producer’s surplus, reflecting surplus 

revenues that would ultimately be converted into an increase in welfare, after being 

transferred to the supplier’s consumption budget8. Ignoring distributional effects, 

optimum welfare would be attained when total economic surplus from trade (i.e. the sum 

of the consumer’s and producer’s surpluses) is maximized – and indeed, maximization of 

total economic surplus is typically taken as the objective function for central planning 

efforts. 

                                                 
8 In practice, a large portion of the producer’s surplus is used to remunerate fixed costs – in a competitive 

market in particular, producers do not receive any surplus profits (rents) beyond their fixed costs. 
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3.3.2 Stochastic equilibria and risk-sharing 

Another important consideration is how the maximization of total social surplus 

functions under uncertainty. This can be represented by the existence of multiple 

scenarios 𝑠 that could possible materialize, each with a certain probability of occurrence 

𝑓(𝑠). For simplicity, we will represent these multiple scenarios as affecting only the 

supply curve for one particular good, while maintaining the demand curve constant as 

well as the supply and demand curves for all other goods. In addition, we will assume 

that no intertemporal trades are possible, in order to evaluate only a single period at a 

time. 

According to the principles discussed in Section 3.3.1, the central planner’s 

objective function involves maximizing the total social surplus – and therefore, it is 

possible to evaluate for each individual scenario s which ones are preferred from the 

social planner’s standpoint. Figure 3-6 illustrates three extreme scenarios – and it should 

be clear that the social planner’s preferences should be ordered as Scenario A > Scenario 

B > Scenario C, simply by comparing the total shaded area in each of the three figures.  

 

Figure 3-6: Representation of three different scenarios for the supply-demand equilibrium 

According to the principles introduced in Section 3.2.2, the degree of risk aversion 

experienced by a certain agent can be described in terms of whether it prefers a definite 

Scenario B outcome, versus an uncertain outcome of either the more advantageous 

Scenario A with probability 1 − 𝛼 or the downside Scenario C with probability 𝛼. If the 

central planner is extremely risk-averse, for example, it will generally prefer the certain 

outcome even when 𝛼 is vanishingly small. However, one important consideration is that 

the social planner’s preferences cannot be separated from the individual agents’ 

preferences – and therefore, the degree of risk aversion imbued in the social planner’s 

objective function must reflect individual agents’ risk preferences. 
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In the face of uncertainty, risk-averse agents may trade among themselves a host 

of financial products in order to minimize the impact of severe downside scenarios. Many 

types of such products are common in commodities markets in general and in the 

electricity sector in particular – such as bilateral contracts, in which the supplier commits 

to delivering a certain quantity of the good at a fixed price; or call option-type contracts; 

in which the consumer acquires the right (but not the obligation) to purchase a certain 

quantity of the good at a predetermined strike price. At its core, these agreements 

represent risk-sharing strategies, which ultimately leaves both parties involved less 

subject to upside and downside risks. This concept can be generalized to encompass any 

type of conditional transfer: for example, an agreement in which agent A compensates 

agent B in case Scenario 1 materializes, but agent B compensates agent A in case Scenario 

2 materializes. 

The possibility of risk-sharing among market agents is an important concept that 

must be taken into account in any effort to represent the outcome of a market equilibrium 

as an optimization problems from the central planner’s standpoint – as shown in Section 

3.3.1 for the deterministic case, showing that the equilibrium is compatible with a 

maximization of total surplus. 

3.3.3 An illustrative example of risk-sharing and centralized 

preferences 

This simplified example seeks to illustrate in a more concrete fashion how the 

concept of risk-sharing is extremely important when deciding how centralized planning 

should operate the market as a whole – and how “naïve” assessments that ignore the 

possibility of agents sharing upsides and downsides may lead to misleading results. 

Let’s take as an example the three scenarios shown in the previous Section 

(reproduced in Figure 3-7), in which a numerical value has been attributed to the 

consumer’s and producer’s social surplus at each scenario for the sake of illustration. 

Let’s further assume that the system operator may take two possible actions: if it takes 

the more risk-averse action 1, Scenario B will materialize with 100% probability, whereas 

if it takes the more risk-seeking action 2, either Scenarios A or Scenario C will materialize 

with 50% probability. 
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Figure 3-7: Representation of three different scenarios for the supply-demand equilibrium with hypothetical 

levels of consumer’s and producer’s surplus 

Naively, we could attempt to evaluate which of the two actions is preferable by 

assessing preferences from the producer’s and from the consumer’s standpoint. We 

assume that the consumer is sufficiently risk-averse to prefer the certain outcome that 

results from action 1 rather than the uncertain outcome from action 2, even though the 

uncertain outcome nets the consumer 10 additional units of surplus on average. In 

addition, we assume that the producer is also risk-averse (although only slightly), which 

implies that it will also prefer action 1 over action 2 – seeing that the expected outcome 

of the uncertain lottery is equal to the outcome of the certain lottery to the producer, this 

result is unsurprising. Based on this naïve assessment, one could be tempted to suggest 

that the system operator should take action 1. 

This conclusion, however, is incorrect; since it does not take into account the 

possibility of risk-sharing agreements. Let’s introduce for example a bilateral contract in 

which the producer agrees to provide 𝑄′ units of the good in question to the consumer at 

a fixed price equal to 𝑃𝐵 – this way, the producer effectively burdens the risk of the 

system on the consumer’s behalf, receiving an upside for itself in exchange. This situation 

is illustrated in Figure 3-8: the consumer has become indifferent between the two possible 

actions the system operator can take, whereas from the producer’s standpoint the more 

risk-seeking action 2 becomes preferable, resulting in an average surplus of 50 rather than 

40 (assuming that the producer’s small level of risk-aversion is not sufficient to justify its 

preference for the certain outcome). In addition, choosing action 2 in the situation 

depicted in Figure 3-8 is clearly preferable to choosing action 1 in the situation depicted 

in Figure 3-7, seeing that no agent becomes worse off and at least one agent becomes 

strictly better off (in this case, the producer). 
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Figure 3-8: Representation of three different (post-transfers) scenarios for the supply-demand equilibrium, 

with hypothetical levels of consumer’s and producer’s surplus adjusted according to a previously-agreed 

conditional transfers scheme. 

The above example intentionally simplifies several aspects of the problem. It was 

assumed, for example, that the producer would absorb the entirety of the risk of the system 

(making the consumer perfectly indifferent between all potential outcomes), which is 

unlikely to be optimal if both agents are risk-averse (as illustrated in Section 3.3.2). In 

addition, the quantity of product consumed in each of the three scenarios was the same in 

all three scenarios, equal to the committed quantity 𝑄′ – if there was a difference, it would 

typically be liquidated at the market equilibrium price. However, it is intended to function 

as an illustrative example to show how the positive effects of risk-mitigation actions 

carried out by market agents may be understated if risk-sharing opportunities are ignored. 

3.3.4 Market equilibria involving intertemporal transfers 

Even though the market equilibria discussed in the preceding Sections have 

discussed single-period risk-sharing schemes, it is possible to extend this framework to 

an intertemporal one. Much like financial products can be used to promote risk-sharing 

among agents having different risk preferences (and different initial allocations at each 

scenario), other products can be devised to promote intertemporal sharing among agents 

with different time preferences (and different initial allocations at each period).  

These products are typically associated with interest-paying financial assets – 

which allow borrowers and lenders to effectively adjust their consumption profile over 

time (using the concept of aggregate consumption described in Section 3.2.2). After 

adjusting for inflation, the equilibrium interest rate of sufficiently liquid and risk-free 

assets can indeed be interpreted as an “exchange rate” between present consumption and 

future consumption; which, assuming that all agents may freely buy and sell these 

products in a marketplace, could be used as an estimate of the group’s aggregate time 
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preference. In addition, assuming that agents’ utility functions can be written in the form 

proposed in Section 3.2.5, their time preferences can be synthetized into a single 

exponential parameter – which greatly simplifies considerations on potential equilibria. 

Using equilibrium prices of a “reference” financial asset as a benchmark to 

estimate time-preference parameters applicable to society as a whole is a common 

strategy for solving public choice problems involving intertemporal tradeoffs – see 

Section 2.4.5 for a sample implementation. This methodology has the benefit of 

producing a contestable index that may fluctuate according to agent’s preferences and 

economic conditions (seeing that it is wholly dictated by a market equilibrium). There are 

interesting implications for this equilibrium rate in dynamic systems, which will be 

addressed in Section 3.4.2. 

3.3.5 Aggregate preferences and representative agents  

Section 3.3.1 proposed an analogy as to how the allocation of goods achieved by 

market equilibria in the deterministic, single-period case can be represented as a central 

planner’s optimization problem, using the maximization of total economic surplus from 

trade as the objective function. This centralized representation of the decentralized 

allocation problem is desirable in many circumstances – either for prescriptive reasons, 

seeking to guide public choice in decisions that affect all agents; or for descriptive 

reasons, seeking to anticipate how a competitive market would respond on aggregate to 

shifts in the underlying market conditions. Therefore, it is desirable to identify a 

representation of this central planner’s objective function that takes into account not only 

the allocation of goods represented in Section 3.3.1, but also of risks (see Section 3.3.2) 

and temporal profiles (see Section 3.3.4). 

As discussed in Section 3.3.4, financial market equilibria are often used to identify 

an aggregate time preference parameter; which can then be used in the representation of 

the central planner’s objective function. By further assuming risk-neutral behavior, it is 

possible to naturally extend the principles presented in Section 3.3.1, and to represent the 

social planner’s objective function as maximizing the average, time-discounted total 

economic surplus from trade. This is the key guiding principle behind the risk-neutral 

representation of the electricity dispatch problem presented in Section 2.3.2; although the 

two representations differ slightly, as shown in Figure 3-9. The figure on the left 
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illustrates total economic surplus as the sum of the consumer’s surplus (in red) and the 

supplier’s surplus (in blue); whereas the figure on the right shows total operative costs as 

the sum of thermal costs (in blue) and deficit penalties (in red). It is clear that total 

economic surplus and total operative costs added together are equal to the total area below 

the demand curve (a constant quantity) – which implies that maximizing total surplus (as 

illustrated in Section 3.3.1) and minimizing total operative costs (as represented in Section 

2.3.2) in fact refer to the same problem. 

 

Figure 3-9: Representation of the total economic surplus as the sum of the consumer’s and producer’s surplus 

(left) and of total operative costs as the sum of thermal costs and deficit costs (right). 

This risk-neutral representation of the social planner’s objective function is very 

useful from a practical standpoint; and in many circumstances it is reasonable to assume 

that it is indeed a very accurate representation for the social planner’s objective function 

(see Section 3.4.2). However, in a context in which market agents’ risk aversion is 

relevant, it is necessary to seek alternatives.  

The representative agent problem [87] is a classic problem of the economic 

literature, which involves whether market equilibria involving multiple risk-averse agents 

can be synthetized into a meaningful social planner’s objective function that takes 

aggregate consumption quantities as inputs (rather than individual allocations to each 

agent). In case a representative agent exists (which requires a few assumptions on the 

shape of individual’s preferences), the social planner’s optimization problem can be 

written as a utility-maximization problem in the form presented in Section 3.2.5; taking 

aggregate consumption as an input.  

The representative agent is a very useful concept that describes “aggregate” risk 

and time preferences for an entire economy in an easy-to-understand manner. Indeed, any 

optimization problem that adopts an objective function for the central planner implies 
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some kind of representative agent – a topic that will be addressed in Section 4.2. Usage 

of risk-averse representative agents using a utilitarian framework – most commonly seen 

in the context of macroeconomic modeling – will be addressed in Section 3.4. 

3.4 Classical problems involving a risk-averse 

representative agent 

This Section illustrates some classical developments involving utility function 

applied to macroeconomic optimization problems. These represent a prominent example 

of public choice problems involving risk-aversion, which will be central to some of the 

developments in Chapter 4. 

3.4.1 Usage in classic macroeconomic models 

Utilitarian decision theory has been wholeheartedly embraced by economics since 

the 1930s, with the seminal work of Ramsey [78] laying down much of the groundwork 

for the representation of the economy as an intertemporal optimization problems – later 

elaborated on by Von Neumann [79], Bellman [24], and many others. The basic model, 

popularized by [80] and [81], remains the foundation for most modern work regarding 

Dynamic Stochastic General Equilibrium (DSGE) developments in economics.  

The simplest, classical version of the macroeconomic optimization problem is 

represented as Problem 3.4 below. There are interesting parallels to be drawn with the 

generalized intertemporal decision problem presented in Section 2.3.3 with an emphasis 

on the electricity sector – even though Problem 3.4 is a utility-maximization problem 

rather than a cost-minimization problem, it is trivial to interpret utility as a certain 

maximum utility minus a certain cost (this will be further explored in Section 3.4.2). The 

vector of decision variables 𝒖𝑡 from Section 2.3.3 has been summarized into a single 

aggregate consumption variable 𝑐𝑡, based on the considerations presented on Section 

3.2.2; whereas the vector of state variables 𝒙𝑡 has been substituted by a single variable 

representing the global stock of capital 𝑘𝑡. In Section 3.2.2, the objective function on each 

period had been represented as 𝐶(𝑡, 𝒙𝑡, 𝒖𝑡); whereas in Problem 3.4 the utility function 

uses the exponential discounting formulation presented in Section 3.2.5 (and makes it 

explicit that the consumers’ preferences do not explicitly depend on 𝑘𝑡). 
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Max
{𝒄𝑡,𝒌𝑡}𝑡=0

𝜏
 𝔼 ∑ (

1

1 + 𝜌
)

𝑡

∙ 𝑢0(𝑐𝑡)

𝜏

𝑡=0

 3.4a 

s.t 𝐿(𝑘𝑡, 𝑘𝑡+1 , 𝑐𝑡, ζ𝑡) ≥ 0           ∀𝑡, 0 ≤ 𝑡 ≤ 𝜏 3.4b 

 𝑘0 = 𝑘0̃   3.4c 

 ζ0 = ζ0̃  3.4d 
 
This type of problem has been adopted by multiple economies worldwide – 

typically including several additional refinements to better represent market dynamics 

and consumers’ preferences. In Brazil in particular, a model using this basic framework 

has been proposed for usage by the Central Bank [101]. 

There is an interesting analogy between the stock of capital variable 𝑘𝑡 and the 

storage volume variable in hydro reservoirs – in the sense that both (in certain 

representations) do not affect the objective function directly, but instead they do affect 

the transition from one stage to the next. In both cases, it is implied that an increase in 

consumption (water turbined) will tend to provoke an immediate gain in the objective 

function, but also a decrease in the subsequent period’s capital stock (storage volumes), 

leading to a loss in the future cost function (as depicted in Section 2.3.2). The agent’s 

choice, therefore, must involve balancing these two effects. 

The topic of economic growth has historically had importance in macroeconomic 

models – empirically, the global economy has shown a long-lasting trend of growing 

output (as measured by aggregate variables such as GDP), with economic growth being 

overwhelmingly more likely than economic contraction. This trend can be described by 

the extremely simplified model represented in Problem 3.4 as a gradual accumulation of 

capital (which, contrary to hydro storage volumes, usually don’t have an explicit upper 

bound) – although alternative models could be envisioned, that could account for the 

effect of population growth (i.e. labor), technological advancements, and other variables. 

Increasing GDP typically implies an equally increasing trend in aggregate consumption, 

which has important consequences for shaping agents’ preferences (see Section 3.4.3). In 

this simplified model, economic growth is simply a result of a gradual accumulation of 

capital. 
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3.4.2 Assessment of marginal gains in a utilitarian framework 

Section 3.4.1 introduced the concept of a macroeconomic optimization problem 

in which the representative consumer’s utility function is applied to an aggregate 

consumption variable. In this section, we hope to illustrate how this representation is 

compatible with cost-minimization problems – such as the ones presented in Section 2.3 

in the context of the electricity dispatch problem. This correspondence is easiest to grasp 

utilizing first-order expansions around the “reference” value 𝑥0 that represents the total 

level of consumption available when no costs have been subtracted – as illustrated in 

Equation 3.5 for a cost variable 𝑝.  

Equation 3.6 represents a simple rearrangement of the terms that illustrate the 

equivalence between the first-order approximation of the utility maximization problem 

and the cost-minimization problem – seeing that multiplying the objective function by a 

positive scalar 𝑢′(𝑥0) and adding a constant 𝑢(𝑥0) do not affect the optimality of the 

objective function. A consequence of this representation is that, if all possible outcomes 

of a stochastic optimization problem are located in the neighborhood of 𝑥0 such that the 

first-order expansion is a reasonable approximation, then the maximization of the 

representative agent’s utility function 𝑢 can be approximated by a risk-neutral 

minimization of expected total costs. 

 max
𝑝

  𝑢(𝑥0 − 𝑝) ≈ max
𝑝

  [𝑢(𝑥0) − 𝑢′(𝑥0) ∙ 𝑝]

= 𝑢(𝑥0) +  𝑢′(𝑥0) ∙ max
𝑝

(−𝑝)  
3.5 

 max
𝑝

(−𝑝)  ↔  min
𝑝

𝑝 3.6 
 
The main limitation to applying this result in any circumstances is to what extent 

the first-order approximation is indeed an accurate estimate of the utility function 

parameter. As discussed in Section 3.2.2, the degree of risk-aversion associated with a 

given utility function 𝑢 is chiefly related to the second derivative of this function – which 

implies that, if the agent is sufficiently risk-averse, the second-order term of the expansion 

will be large in magnitude; and therefore the first-order expansion will no longer be an 

accurate approximation. 

In practice, however, because cost-minimization problems typically only involve 

a comparatively small segment of the economy, they tend to result in outcomes that reflect 

only a small amplitude in the final aggregate outcome when taking into account a 
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country’s entire GDP. In this context, even an agent that is significantly risk-averse can 

behave as approximately risk-neutral over a small range of possible outcomes, as 

illustrated in Figure 3-10. Even though the agent is clearly risk-averse, as shown in the 

image on the left, it would not be willing to accept a large reduction in its average surplus 

in order to ensure a certain outcome – as seen in the image on the right, the agent’s 

preferences are close to linear in the range that contains the three possible outcomes.  

 

Figure 3-10: Representation of the agent’s utility function and three potential scenarios for the experienced 

surplus, pictured at two different scales 

Many microeconomic risks resemble the schematic representation from Figure 

3-10 – seeing that they affect only a minor portion of the economy, the effect on agent’s 

aggregate consumption variable can be expected to be small. However, if this is indeed 

the case, adopting risk-neutral implementations for the central planner’s objective 

function (as described in Section 2.3.3) should result in a reasonably accurate 

approximation of the agent’s preferences. An intuition that can be derived from these 

observations is that the introduction of risk-aversion methodologies is most desirable 

when there is a wide dispersion among possible market outcomes. 

3.4.3 Equilibrium interest rates in a dynamic system 

As discussed in Section 3.3.4, market equilibria involving financial assets can be 

useful to determine an equilibrium discount rate for the representation of aggregate social 

preferences. However, in dynamic systems, the equilibrium rate observed in this manner 

does not directly correspond to the exponential discount factor used to represent the 

representative consumer preferences in the form presented in Section 3.2.5. This is 

because equilibria in financial markets identify the price of a marginal change in 
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aggregate consumption at a given point in time – and the perceived value of this marginal 

change in consumption depends not only on the time discounting parameter, but also on 

the level of consumption 𝑐𝑡 and on the shape of the utility function at that point – as we 

hope to show in this Section’s mathematical development.  

 𝜕𝑢

𝜕𝑐𝑖
=

𝜕

𝜕𝑐𝑖
∑ (

1

1 + 𝜌
)

𝑡

∙ 𝑢0(𝑐𝑡)

∞

𝑡=1

= (
1

1 + 𝜌
)

𝑖

∙ 𝑢0
′ (𝑐𝑖) 3.7 

 𝜕𝑢
𝜕𝑐𝑖+1

𝜕𝑢
𝜕𝑐𝑖

⁄ = (
1

1 + 𝜌
) ∙

𝑢0
′ (𝑐𝑖+1)

𝑢0
′ (𝑐𝑖)

 3.8 

 
As discussed in Section 3.4.1, economic growth is an important component of 

macroeconomic models; and the above formulation highlights that long-term trends in 

economic activity are an important component of market interest rates, along with the 

“pure” time discounting parameter. Because historically economic growth has been 

overwhelmingly more likely than economic contraction, an expectation that 𝑐𝑖+1 will 

most likely be higher than 𝑐𝑖 is typically reasonable – which has implications for the ratio 

between the two first derivatives represented in Equation 3.8. For the next developments, 

we will assume that aggregate consumption 𝑐𝑖 has a tendency to grow at an exponential 

growth rate 휂, implying that 𝑐𝑖+1 = (1 + 휂) ∙ 𝑐𝑖. For simplicity, we will ignore the effect 

of uncertainty in the growth rate of consumption – several authors [89][90][91] have 

studied how this uncertainty may affect preferences. 

A first approximation for 𝑢0
′ (𝑐𝑖+1) can be obtained from the first-order expansion 

around 𝑢0
′ (𝑐𝑖), representing the second derivative of the utility function as 𝑢0

′′(𝑐𝑖). 

Substituting this relationship (represented in Equation 3.9) in Equation 3.8, the expression 

represented in Equation 3.10 can be deduced. Notably, the expression for relative risk 

aversion of the agent’s utility function, first introduced in Section 3.2.2, appears in this 

expression, indicating that this metric can influence the agent’s time preferences. It is also 

relevant to point out that, as long as the agent is risk-averse (𝑅𝑢(𝑐𝑖) is positive) and there 

is an expectation of future economic growth (휂 is positive), the numerator will be lower 

than one – implying that consumption in future periods will be discounted more heavily 

than it would be if only the pure time preference 𝜌 were taken into account. 

 𝑢0
′ (𝑐𝑖+1) ≈ 𝑢0

′ (𝑐𝑖) + 𝑢0
′′(𝑐𝑖) ∙ (𝑐𝑖+1 − 𝑐𝑖) 3.9 
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 𝜕𝑢
𝜕𝑐𝑖+1

𝜕𝑢
𝜕𝑐𝑖

⁄ ≈

1 +
𝑢0

′′(𝑐𝑖)
𝑢0

′ (𝑐𝑖)
∙ 𝑐𝑖 ∙ 휂

1 + 𝜌
=

1 − 𝑅𝑢(𝑐𝑖) ∙ 휂

1 + 𝜌
 3.10 

 
The relationship shown in Equation 3.10 has been obtained from a model that uses 

discrete time steps, and therefore it is only approximate – however, it highlights the key 

implications of this important relationship in a reasonably simple manner, making it clear 

that the combination of economic growth and risk-averse preferences leads to a higher 

time discounting. When using macroeconomic models that are continuous in time, as 

done by several authors, the exact relationship represented in Equation 3.11 can be 

derived: in this equation, 𝑟∗ represents the “observable” discount rate that could be 

obtained from market equilibria. 

 𝑟∗ = 𝜌 + 𝑅(𝑐𝑖) ∙ 휂 3.11 

 

𝜕𝑢
𝜕𝑐𝑖+1

𝜕𝑢
𝜕𝑐𝑖

⁄ =
1

1 + 𝑟∗
 3.12 

 
The elegant relationship from Equation 3.11 can be easily obtained from Equation 

3.10, simply by multiplying the numerator and the denominator by 1 + 𝑅(𝑐𝑖) ∙ 휂 and 

ignoring all terms in 휂2 and in 휂𝜌 – those are second-order terms for exponential 

parameters reflecting a change between subsequent periods; and therefore if the time step 

is reduced (approaching a continuous time representation) they would eventually become 

negligible. 

Based on Equation 3.11, it is possible that the same measured rate of return from 

a financial market equilibrium could reflect very different circumstances – a high 𝑟∗, for 

example, can either be a consequence of a high “intrinsic” discounting of future periods 

𝜌 or a high degree of risk-aversion coupled with a high-growth trend for consumption. In 

addition, this equation illuminates the fact that the equilibrium time preferences are 

deeply related with the problem’s dynamics; and that in particular it cannot be dissociated 

from the shape of the agents’ objective function. 
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4 A REEXAMINATION OF THE OBJECTIVE 

FUNCTION FOR THE ELECTRICITY DISPATCH 

PROBLEM 

4.1 Introduction 

This Chapter offers original contributions in the form of mathematical 

developments that seek to describe not only our proposed macroeconomic-centric 

representation of risk-aversion for the electricity dispatch problem, but also the 

fundamental characteristics of the intertemporal CVaR representation of preferences. 

Several parallels are traced between the two implementations, concluding with a 

description of some important potentially undesirable implications of adopting the 

intertemporal CVaR when compared to the proposed methodology – which is able to 

coherently merge the concepts of cost of deficit, risk aversion, and time preferences.  

Section 4.2 constitutes a top-down reconstruction of the central planner’s 

objective function, starting from the macroeconomic representation of the tradeoffs 

between a “general” consumption variable (which is negatively affected by the 

deadweight costs of operating thermal plants) and an electricity consumption variable 

(which is reduced by energy deficits). 

Section 4.3 represents a bottom-up description of the weighing of scenarios as 

implied by the intertemporal CVaR risk-aversion methodology, seeking to better 

understand the preferences implied by this risk-aversion implementation. Despite some 

fundamental differences, the proposed interpretation of the intertemporal CVaR allows 

for easier comparison of this methodology with the utilitarian approach. 

Section 4.4 uses the conclusions from the previous sections to trace fundamental 

parallels between the proposed macroeconomic-centric representation of preferences and 

the one implied by the intertemporal CVaR. Furthermore, some of the key implications 

and consequences of adopting the intertemporal CVaR methodology are discussed. 
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4.2 Principles for a bivariate utility representation of 

deficit and thermal cost preferences 

This section proposes a top-down reconstruction of the central planner’s objective 

function, starting from the macroeconomic representation of the tradeoffs between a 

“general” consumption variable (which is negatively affected by the deadweight costs of 

operating thermal plants) and an electricity consumption variable (which is reduced by 

energy deficits). 

4.2.1 Paradigms and objective 

Section 3.4.2 has discussed how objective functions that involve minimizing 

expected costs in a seemingly risk-neutral manner can be related to a first-order expansion 

for the minimization of a utility function. Using this framework, it is possible to state that 

introducing risk-aversion implementations to the electricity dispatch problem become 

more desirable when second-order effects become important – i.e. when the first-order 

approximation 𝑢(𝑥) ≈ 𝑢(�̃�) + 𝑢′(�̃�) ∙ (𝑥 − �̃�) is no longer adequate for the purpose of 

the problem at hand.  

The distortion introduced from attempting to use a linear approximation to 

describe a non-linear problem can be described by a risk-aversion multiplier 𝑚, defined 

as shown in Equation 4.1 – if this multiplier deviates substantially from one within the 

range of typical outcomes for 𝑥, this is an indication that introducing risk-aversion 

methodologies to the problem is desirable. Equation 4.2 shows an approximation for this 

risk-aversion multiplier that uses a second-order expansion of the function 𝑢(𝑥) around 

the reference point �̃�. It is possible to see that the multiplier depends on the relative risk-

aversion metric 𝑅𝑢 of the utility function 𝑢 (as shown in Equation 4.3, according to the 

definition presented in Section  3.2.2) and on the percentage difference (1 −
𝑥

�̃�
) between 

the reference point �̃� and the outcome 𝑥. As a consequence, risk-aversion methodologies 

tend to be justified when the risk aversion coefficient 𝑅𝑢 is high and/or when the 

amplitude of potential outcomes for 𝑥 is large. 

 𝑚(𝑥) =
𝑢(𝑥) − 𝑢(�̃�)

𝑢′(�̃�) ∙ (𝑥 − �̃�)
 4.1 
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 𝑚(𝑥) ≈ 1 +
1

2
∙ 𝑅𝑢(�̃�) ∙ (1 −

𝑥

�̃�
) 4.2 

 𝑅𝑢(�̃�) = −
𝑢′′(�̃�)

𝑢′(�̃�)
∙ �̃� 4.3 

 
This is the general framework that we hope to use to address the desirability of 

introducing risk-aversion methodologies to the electricity dispatch problem – potentially 

offering subsidies for the choice of parameters of specific implementations such as the 

CVaR. This essentially top-down approach seeks to use fundamental relationships 

between the relevant problem variables in order to justify a choice of parameters for the 

risk-aversion implementation; using as a key premise that the representative agent’s 

preferences (see Section 3.3.5) obeys the necessary axioms to justify a utilitarian 

representation (see Sections 3.2.1 and 3.2.5). 

Based on these assumptions, the starting point for this proposed modeling is a 

representation of a time-discounted bivariate preference function that takes both 

electricity consumption 𝑑 and “general” consumption 𝑐 as inputs; as illustrated in 

Equation 4.4. Using the concept introduced in Section 3.2.4, the “general” consumption 

level 𝑐 can be associated to the level of income that consumers have available for 

spending in consumer goods – and on aggregate, a country’s national income is related 

to its gross national product (GDP). According to this principle, “thermal costs” incurred 

when operating the system are only undesirable to the extent that they consume a portion 

of the representative agent’s general consumption budget, which could otherwise be spent 

on other goods. 

 𝑢 = ∑ (
1

1 + 𝜌
)

𝑡

∙ 𝑢(𝑐𝑡, 𝑑𝑡)

∞

𝑡=1

 4.4 

 
The concept of risk-aversion can be associated with the concavity of the utility 

function 𝑢 (i.e. its second derivatives with respect to either variable), and we hope to 

study what implications this has for the “classical” representation of the electricity 

dispatch problem; and to what extent an analogy can be traced between this proposed 

approach and the CVaR methodology. In the following Sections, we will gradually 

introduce assumptions with regards to likely properties of the utility function 𝑢(𝑐, 𝑑) for 

applications in the electricity dispatch problem – which will allow us to address the 

relevant risk-aversion multipliers. 
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4.2.2 On the “target” demand level and its implications 

Many implementations of the electricity dispatch problem eschew these nuances 

in favor of a more simplified representation that involves only one “target” demand level 

𝐷 – such that increasing electricity generation beyond this target implies no gain to the 

consumer at all, whereas decreasing electricity generation below this target is heavily 

penalized in the objective function. We will seek to incorporate this behavior into the 

proposed objective function. 

A useful observation is that the target demand level can be written as a function 

of the general consumption level 𝑐: the relationship between electricity consumption and 

households’ income and/or a country’s GDP has been documented in several econometric 

studies [98][99][100]. In practice, this target demand level may also depend on other 

variables not explicitly represented in the proposed two-variable framework, such as the 

precise bundle of goods that constitute the general consumption variable 𝑐 – however, 

representing the function 𝐷(𝑐) as a general trend in the absence of outside shocks is a 

useful tool for future analyses. Assuming that consumption follows a path along the curve 

(𝑐, 𝐷(𝑐)), some insights on the shape of the target demand function can be obtained from 

econometric estimates of the elasticity between electricity consumption and GDP 휀𝑑 – 

according to the relationship shown in Equation 4.5. 

 
휀𝑑(𝑐) =

𝜕 log 𝑑

𝜕 log 𝑐
=

𝑐

𝑑
∙

𝜕𝑑

𝜕𝑐
= 𝑐 ∙

𝐷′(𝑐)

𝐷(𝑐)
 4.5 

 
Based on the description of the behavior of the objective function of the electricity 

dispatch problem in the neighborhood of the point (𝑐, 𝐷(𝑐)), it is possible to conclude 

that this is an inflection point for the utility function 𝑢 –  in which the limits of the first 

derivative 𝑢𝑑 at each side of that point are different, as illustrated in Equations 4.6 and 

4.7. The set of preferences described by these two relationships suggest an extremely 

inelastic electricity demand: they imply that the agent will choose to consume the target 

demand 𝐷 regardless of electricity prices for a wide range of price values. 

 lim
𝜉→0+

𝑢𝑑(𝑐, 𝐷(𝑐) − 𝜉) ≫ 0 4.6 

 lim
𝜉→0+

𝑢𝑑(𝑐, 𝐷(𝑐) + 𝜉) = 0 4.7 
 
An implication of this representation is that electricity demand will behave as a 

effectively a complement to general consumption beyond a certain point, using the 
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nomenclature introduced in Section 3.2.3 – although the two consumption variables could 

have a different behavior below that point. Another consequence of this representation is 

that the representative agent’s consumption would be very unresponsive to prices – 

normally, increasing the price of one variable leads the consumer to adjust its 

consumption bundle so that the ratio of marginal utilities 
𝑢𝑑

𝑢𝑐
 is equal to the price ratio. 

However, because 𝑢𝑑 changes abruptly over a very small range of values, a wide range 

of possible electricity price outcomes would be associated with a consumption equal to 

𝐷(𝑐). 

In the economic literature, consumers’ price  responsiveness is typically measured 

in terms of a price elasticity of electricity demand – and it is typically found to be small 

in magnitude in the short term, and somewhat higher in the longer term [98][99][100]. 

This observation has grounds in market fundamentals, seeing that electricity is generally 

consumed as a complement to consumption goods such as electronics and domestic 

appliances, which are implicitly included in the “general” consumption variable 𝑐. When 

a consumer makes choices regarding how to constitute this consumption bundle, it is 

likely to make certain assumptions regarding the future availability of electricity; and if 

these expectations fail to materialize, it may be unable to fully enjoy a surplus in either 

consumption variable – which exacerbates the complementarity between 𝑐 and 𝑑 in the 

short term (see Section 3.2.3). In the longer term, consumers are more likely to revise 

their consumption bundle, which means that substitution effects have a chance to become 

more prominent. 

In the context of the electricity dispatch problem, the relevant timeframe tends to 

be representative of short-term relationships between the two consumption variables more 

often than not. Even though some dispatch problems span a horizon of multiple years (as 

it is the case of Brazil), usually there isn’t enough time for consumers to adjust their 

consumption bundle for 𝑐 according to the availability of hydro-like resources – which 

may justify the hypothesis of very low price responsiveness in the neighborhood of the 

target demand 𝐷(𝑐). Most importantly, however, this type of representation is consistent 

with the implementations of the electricity dispatch problem that we seek to emulate with 

this representation – and in particular, it describes well the system operator’s actions in 

the implementation of Brazilian risk aversion thresholds, as described in Section 2.3.4. 

The risk aversion threshold recommends the system operator to dispatch all thermal plants 
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in the system with a certain frequency, although it does not foresee an implementation of 

“preventive” load curtailment in order to avoid a more profound rationing in the future – 

suggesting that even the most expensive units of thermal generation are less valuable than 

the cheapest units of load curtailment, in line with the condition represented in Equation 

4.6. 

4.2.3 The thermal optimization problem 

A useful simplifying assumption is that the various generation sources that can be 

tapped to meet electricity demand can be divided into two categories: hydro-like resources 

are costless, but may affect the maximum amount of hydro-like resources available for 

future periods; whereas thermal-like resources are costly, and therefore are taken into 

account in the thermal cost function 𝐶. In general, the tradeoffs involving hydro-like 

resources need to be assessed by balancing immediate cost functions and future cost 

functions (see Section 2.3.2), while thermal-like resources can be dispatched on short 

notice and have no relevant consequences for future periods. 

Representing the contributions from these two sources to meet total electricity 

demand as 𝑑𝐻 and 𝑑𝑇 respectively, it is possible to describe the system operator’s single-

period optimization problem that involves electing the best choice for 𝑑𝑇, as illustrated 

in Problem 4.8. The parameter 𝑐0 reflects a “total budget” available for general 

consumption before expenses with thermal generation; while the maximum contribution 

from thermal plants (i.e. their installed capacity) is represented as 𝑑𝑇. The solution of this 

auxiliary problem, maintaining the intertemporal variables 𝑑𝐻 constant, is connected to 

the immediate cost function, as defined in Section 2.3.2 – the optimal choice for 𝑑𝐻 will 

be determined later, by balancing this immediate cost function with the future cost 

function. 

𝑀𝑎𝑥
𝑑𝑇

 𝑢(𝑐0 − 𝐶(𝑑𝑇), 𝑑𝑇 + 𝑑𝐻) 4.8a 

𝑠. 𝑡. 0 ≤ 𝑑𝑇 ≤ 𝑑𝑇 4.8b 
 
It seems evident that, if at any point the marginal cost of dispatching one additional 

thermal unit is higher than the marginal cost of curtailing one unit of load, it would be 

preferable to cut some amount of electricity supply even before all thermal units have 
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been dispatched. In practice, however, this type of event tends to be rare9: in particular, 

in the context of the Brazilian electricity sector, the provisions cited in Section 2.3.4 for 

dispatching the entirety of the country’s thermal installed capacity indicate that deficits 

would not be declared unless 𝑑𝑇 = 𝑑𝑇.  

In order to ensure that this condition is satisfied, i.e. that the system operator will 

not choose to curtail the system’s load unless all available thermal plants are fully 

dispatched, it is necessary to introduce a constraint on the first derivative of the cost 

function (denoted 𝐶′) and the first derivatives of the utility function 𝑢 with respect to the 

variables 𝑐 and 𝑑, denoted 𝑢𝑐 and 𝑢𝑑 respectively. A condition for the last unit of thermal 

generation is illustrated in Equation 4.9 – and, assuming that the thermal cost function 𝐶 

is convex, it follows that the inequality would also hold for lower thermal generation 

levels 𝑑𝑇. 

 

lim
𝜉→0+

𝐶′ (𝑑𝑇 − 𝜉) ≤
lim

𝜉→0+
𝑢𝑑(𝑐, 𝐷(𝑐) − 𝜉)

lim
𝜉→0+

𝑢𝑐(𝑐 + 𝜉, 𝐷(𝑐))
 4.9 

 
The assumption indicated in Equation 4.9 is very useful, since as a consequence 

the objective function of the electricity dispatch problem will be neatly separated into two 

segments: one “thermal cost” segment in which thermal plants are gradually dispatched 

while maintaining electricity consumption equal to the target and one “cost of deficit” 

segment in which thermal plants’ contribution is already at their peak and in which 

consumers’ electricity demand is gradually reduced. The threshold between these two 

segments is given by the reference point (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓)), in which 𝑐𝑟𝑒𝑓 is defined as the 

remaining budget for electricity consumption if all thermal plants in the system are 

continuously dispatched.  

 
𝑐𝑟𝑒𝑓 = 𝑐0 − 𝐶 (𝑑𝑇) 4.10 

 
Figure 4-1 illustrates in a schematic fashion the two segments of the agent’s 

possible operative choices, showing how the immediate utility value obtained from 

solving the single-period auxiliary optimization problem (see Section 4.2.3) varies as a 

function of the contribution from hydro-like resources 𝑑𝐻. The cost of deficit segment 

                                                 
9 There could potentially be a demand response effect within that range,with certain consumers 

voluntarily reducing their load. In practice, however, this effect also tends to be small – as discussed in 

Section 4.2.2 
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corresponds to the range of values in which 𝑑𝐻 is lower than the limiting value 𝑑�̃� 

(defined as shown in Equation 4.11), and includes choices of consumption variables that 

can be described in the form  (𝑐𝑟𝑒𝑓, 𝑑) as demand is reduced from the reference value 

𝐷(𝑐𝑟𝑒𝑓). The thermal cost segment is represented by outcomes in which 𝑑𝐻 is greater 

than 𝑑�̃�, and contains choices of consumption variables that can be written as (𝑐, 𝐷(𝑐)) 

– representing an increase in consumption from the reference 𝑐𝑟𝑒𝑓, with a corresponding 

increase in electricity demand. 

 𝑑�̃� = 𝐷(𝑐𝑟𝑒𝑓) − 𝑑𝑇 4.11 
 

 

Figure 4-1: Schematic representation of the agent’s utility as a function of hydro-like generation 𝒅𝑯, if the 

system operator makes the optimal choice for 𝒅𝑻 given its utility function 𝒖(𝒄, 𝒅). It is assumed that the 

agent’s operative choice neatly separates between a cost of deficit segment and a thermal cost segment. 

4.2.4 Proposed representation for the utility function 

We introduce the representation shown in Equation 4.12 for the bivariate utility 

function 𝑢. As long as demand is equal to the target demand 𝐷(𝑐), the representative 

agent’s utility will be equal to 𝑢0(𝑐) – and in other points, the auxiliary function 𝛾(𝑐, 𝑑) 

describes the tradeoff between the variables 𝑐 and 𝑑. In order to ensure continuity of 𝑢, it 

is necessary that 𝛾(𝑐, 𝑑) = 𝑐; and it is generally desirable that both first derivatives 𝛾𝑐 
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and 𝛾𝑑 are positive – however, otherwise the representation shown in Equation 4.12 is 

very flexible. Figure 4-2 illustrates some utility functions that can be described in the 

form presented in Equation 4.12 – indeed, all of those representations can be calibrated 

to be compatible with the assumptions discussed in Sections 4.2.1 through 4.2.3. 

 
𝑢(𝑐, 𝑑) = {

𝑢0(𝑐) 𝑖𝑓 𝑑 ≥ 𝐷(𝑐)

𝑢0(𝛾(𝑐, 𝑑)) 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
 4.12 

 

 

Figure 4-2: Three possible bivatriate utility functions that satisfy the relationship from Equation 4.12, 

identified by their indifference curves for three utility levels 𝒖𝟏 < 𝒖𝟐 < 𝒖𝟑 

Some particular choices for the function 𝛾 are especially interesting and merit 

further evaluation. For a representation of perfectly complementary goods, for example, 

as illustrated on the image on the left from Figure 4-2, it suffices to choose 𝛾(𝑐, 𝑑) =

𝐷−1(𝑑), where 𝐷−1 is the inverse of the target demand function. Alternatively, for a 

representation of perfectly substitute goods with a constant exchange rate equal to 𝐺, as 

illustrated on the image on the right from Figure 4-2, it is possible to implicitly define the 

tradeoff function as written in Equation 4.13. It is relevant to point out that this 

representation converges towards the representation for perfectly complementary goods 

as 𝐺 approaches infinity – which is to be expected. 

 (𝐷(𝛾(𝑐, 𝑑)) − 𝑑) ∙ 𝐺 = 𝑐 − 𝛾(𝑐, 𝑑) 4.13 
 
Hereafter, we will assume that the function 𝛾 can be described in the form 

implicitly presented in Equation 4.13. When applicable, we will assess the two limiting 

cases for 𝐺: the upper bound representing the limit 𝐺 → ∞, which approaches the case of 

perfect complementarity; and the lower bound corresponding to 𝐺 = 𝐶′ (𝑑𝑇) , according 

to the constraint introduced in Section 4.2.3. 

One reason for writing the objective function in the form proposed in Equation 

4.12 is that it simplifies the representation of the first and second derivatives of the utility 
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function along the thermal cost and deficit cost segments – which, as addressed in Section 

4.2.1, are important inputs for the assessment of risk aversion multipliers. Denoting the 

thermal costs segment with the subscript 𝑐, the marginal value 𝑢𝑐
∗ of the utility function 

along this segment, which follows the curve (𝑐, 𝐷(𝑐)), is defined as shown in Equation 

4.14. Likewise, denoting the cost of deficit segment with the subscript 𝑑, it is possible to 

define the marginal value 𝑢𝑑
∗  of the utility function along this segment, following the 

curve (𝑐𝑟𝑒𝑓 , 𝑑), as shown in Equation 4.15. 

 
𝑢𝑐

∗(𝑐, 𝐷(𝑐)) = lim
𝜉→0+

𝑢(𝑐, 𝐷(𝑐)) − 𝑢(𝑐 − 𝜉, 𝐷(𝑐 − 𝜉))

𝜉
= 𝑢0

′ (𝑐) 4.14 

 
𝑢𝑑

∗ (𝑐𝑟𝑒𝑓 , 𝑑) = lim
𝜉→0+

𝑢(𝑐𝑟𝑒𝑓 , 𝑑) − 𝑢(𝑐𝑟𝑒𝑓, 𝑑 − 𝜉)

𝜉

= 𝑢0
′ (𝛾(𝑐𝑟𝑒𝑓 , 𝑑)) ∙

1

𝐷′(𝛾(𝑐𝑟𝑒𝑓, 𝑑)) +
1
𝐺

 
4.15 

 

In which the term 
1

𝐷′(𝛾(𝑐𝑟𝑒𝑓,𝑑))+
1

𝐺

 is simply equal to the first derivative of the 

function 𝛾 with respect to the variable 𝑑, obtained by implicitly differentiating Equation 

4.13. A useful metric that is representative of the marginal cost of deficit is the ratio 

between the two first derivatives at the inflection point (𝑐𝑟𝑒𝑓, 𝐷(𝑐𝑟𝑒𝑓)). This function, 

which we denote 𝜒, obeys the equality represented in Equation 4.16. 

 

𝜒(𝑐𝑟𝑒𝑓) =
𝑢𝑑

∗ (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓))

𝑢𝑐
∗(𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓))

=
1

𝐷′(𝑐𝑟𝑒𝑓) +
1
𝐺

 4.16 

 
One interesting conclusion from Equation 4.16 is that, in the limit as 𝐺 approaches 

infinity, the marginal cost of deficit becomes proportional to the elasticity of electricity 

consumption with respect to GDP, as defined in Section 4.2.1. This conclusion, 

represented in Equation 4.17, is reminiscent of the formula for the cost of deficit 

developed in CEPEL’s studies in the early 2000s [96], as discussed in Section 2.4.310. As 

a consequence, the CEPEL’s methodology for the cost of deficit can be said to be 

consistent with the assumption that electricity consumption and general consumption are 

perfect complements. This could be an indication that the assumption of a very high 𝐺 is 

preferred for the system representation. 

                                                 
10 The only difference between the two formulations is that the CEPEL’s definition of elasticity uses 

electricity consumption in the denominator and GDP in the numerator rather than vice versa. 
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𝜒(𝑐, 𝐷(𝑐)) =

1

𝐷′(𝑐)
=

1

휀𝑑(𝑐)
∙

𝑐

𝐷(𝑐)
 4.17 

 

4.2.5 Assessment of the concavity of the target demand function 

The next step of the assessment of the proposed objective function’s risk-averse 

behavior involves calculating the second derivatives of the function: there are three partial 

derivatives to be taken into account: 

 The partial derivative 𝑢𝑐𝑐
∗  indicates how much the first derivative 𝑢𝑐

∗ changes 

as one increases consumption along the curve (𝑐, 𝐷(𝑐)). It has a 

straightforward expression, as shown in Equation 4.18 

 The partial derivative 𝑢𝑑𝑑
∗  represents how much the first derivative 𝑢𝑑

∗  changes 

as one decreases electricity consumption 𝑑 while maintaining 𝑐 constant and 

equal to 𝑐𝑟𝑒𝑓. Its expression is represented in Equation 4.19. 

 The cross-partial derivative 𝑢𝑑𝑐
∗  can be interpreted as representing how much 

the first derivative 𝑢𝑑
∗  changes as one increases consumption along an 

infinitesimal vector, starting from a point (𝑐𝑟𝑒𝑓 , 𝑑), such that 𝛾(𝑐𝑟𝑒𝑓 , 𝑑) is 

maintained constant. It can be written as shown in Equation 4.20. 

 Analogously, the cross-partial derivative 𝑢𝑐𝑑
∗  represents how much the first 

derivative 𝑢𝑐
∗ changes as one decreases electricity consumption, starting from 

a point in the form (𝑐, 𝐷(𝑐)). It can be written as shown in Equation 4.20. 

 𝑢𝑐𝑐
∗ (𝑐, 𝐷(𝑐)) = 𝑢0

′′(𝑐) 4.18 

 

𝑢𝑑𝑑
∗ (𝑐𝑟𝑒𝑓, 𝑑) =

𝑢0
′ (𝛾(𝑐𝑟𝑒𝑓, 𝑑))

(𝐷′(𝛾(𝑐𝑟𝑒𝑓 , 𝑑)) +
1
𝐺)

2

∙ [
𝑢0

′′ (𝛾(𝑐𝑟𝑒𝑓, 𝑑))

𝑢0
′ (𝛾(𝑐𝑟𝑒𝑓 , 𝑑))

−
𝐷′′ (𝛾(𝑐𝑟𝑒𝑓 , 𝑑))

𝐷′(𝛾(𝑐𝑟𝑒𝑓, 𝑑)) +
1
𝐺

] 

4.19 

 

𝑢𝑑𝑐
∗ (𝑐𝑟𝑒𝑓 , 𝑑) =

𝑢0
′ (𝛾(𝑐𝑟𝑒𝑓 , 𝑑))

𝐷′(𝛾(𝑐𝑟𝑒𝑓, 𝑑)) +
1
𝑄

∙ [
𝑢0

′′ (𝛾(𝑐𝑟𝑒𝑓, 𝑑))

𝑢0
′ (𝛾(𝑐𝑟𝑒𝑓 , 𝑑))

−
𝐷′′ (𝛾(𝑐𝑟𝑒𝑓 , 𝑑))

𝐷′(𝛾(𝑐𝑟𝑒𝑓, 𝑑)) +
1
𝐺

] 

4.20 
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𝑢𝑐𝑑

∗ (𝑐, 𝐷(𝑐)) =
𝑢0

′′(𝑐)

𝐷′(𝑐) +
1
𝐺

 4.21 

 
It is clear from the above equations that the precise shape of the target demand 

function 𝐷(𝑐) (i.e. its first and second derivatives) is likely to play an important role in 

describing the agent’s level of risk aversion. Perhaps the most intuitive way of discussing 

the 𝐷′′(𝑐) parameter is using the definition of the marginal cost of deficit 𝜒 introduced in 

Section 4.2.4. After some mathematical manipulations, it is possible to write this 

relationship as shown in Equation 4.22: in which the concavity parameter shown on the 

left hand side of that equation was in part inspired by the definitions of risk-aversion 

metrics introduced in Section 3.2.2. This concavity parameter depends on how the cost 

of deficit varies as a country’s GDP grows; and more specifically on a dimensionless 

elasticity-like metric that represents what percentage change in the variable 𝜒 would be 

expected to accompany a percentage change in GDP. 

 

𝑅𝐷(𝑐𝑟𝑒𝑓) = −𝑐𝑟𝑒𝑓 ∙
𝐷′′ (𝛾(𝑐𝑟𝑒𝑓, 𝑑))

𝐷′(𝛾(𝑐𝑟𝑒𝑓 , 𝑑)) +
1
𝐺

= 𝑐𝑟𝑒𝑓 ∙
𝜒′(𝑐𝑟𝑒𝑓)

𝜒(𝑐𝑟𝑒𝑓)

=
𝜕 log 𝜒

𝜕 log 𝑐
(𝑐𝑟𝑒𝑓) 

4.22 

 
In practice, there is almost no literature on assessments of the first derivative 

describing how the marginal cost of deficit varies over time. Indeed, even the estimation 

of the cost of deficit by itself is a challenging empirical task, involving noisy signals and 

a number of confounding variables – which suggests that trying to quantify these fine 

second-order effects empirically would be almost a lost cause. On the other hand, it is 

possible to use qualitative information and knowledge of fundamental market 

relationships to try to address this topic. 

In particular, a few common observations that can be singled out as potential 

contributors to describe a trend for the sign and magnitude of 𝜒′(𝑐𝑟𝑒𝑓) are as follows:  

∙ As a country’s GDP increases, its consumption bundle for general goods tends 

to include more items that require electricity as a complement, such as 

electronics and appliances. This would imply that the relative importance of 

electricity consumption for the agent’s utility would rise with 𝑐 – suggesting 

that 𝜒′ > 0 
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∙ As a country develops, it is likewise more likely to implement energy 

efficiency initiatives, and to rely more on high value-added industries. This 

type of transformation generally implies that each individual unit of electricity 

consumed becomes that much more valuable as 𝑐 rises, as a lower amount of 

electricity is being used to achieve the same result. Once again, this suggests 

𝜒′ > 0. 

∙ A counterpoint to the above arguments is that economic growth could also 

bring along a new host of substitute products, likely by means of innovative 

or disruptive technologies – this kind of effect could suggest that 𝜒′ < 0. 

However, a common trend is for innovative technologies to  promote a 

reduction in 𝐺 (the immediate tradeoff between electricity consumption and 

general consumption) but also a reduction in 𝐷′ (as the demand starts to grow 

much more slowly relative to GDP), meaning that the net effect on 𝜒 is 

sometimes ambiguous. 

In many practical implementations of the electricity dispatch problem, the cost of 

deficit is simply assumed to remain constant (or vary very slowly) over time. Although 

this is a simple solution that avoids the need to pinpoint an additional hard-to-assess 

parameter, it seems that it would be reasonable to assume a positive first derivative for 𝜒 

– especially given the considerations presented in Section 4.2.2 regarding the short 

timeframe of the electricity dispatch problem, and the difficulty in adjusting consumers’ 

portfolios in response. 

An alternative way to approach this problem is to use the relationship between the 

first derivative of the target demand function and the elasticity of electricity demand with 

respect to GDP – as discussed in Section 4.2.2 and reproduced in Equation 4.23. An 

expression for 𝐷′′ can be derived from this relationship, as shown in Equation 4.24 – once 

again, the equation uses a quantity that is difficult to identify econometrically, the first 

derivative of the elasticity of electricity demand. 

 
휀𝑑(𝑐) =

𝜕 log 𝑑

𝜕 log 𝑐
=

𝑐

𝑑
∙

𝜕𝑑

𝜕𝑐
= 𝑐 ∙

𝐷′(𝑐)

𝐷(𝑐)
 4.23 

 
𝑅𝐷

∗ (𝑐) = −𝑐 ∙
𝐷′′(𝑐)

𝐷′(𝑐)
= 1 − 휀𝑑(𝑐) −

𝜕 log 휀𝑑

𝜕 log 𝑐
 4.24 

 
It is also relevant to point out that the concavity parameter 𝑅𝐷

∗  represented in 

Equation 4.24 uses simply 𝐷′(𝑐) in the denominator, rather than 𝐷′(𝑐) +
1

𝐺
 as the 
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parameter 𝑅𝐷 shown in Equation 4.19. As a consequence, the expression from Equation 

4.24 is likely to represent an upper bound for the concavity parameter, to be adjusted 

according to the ratio represented in Equation 4.25. 

 𝑅𝐷(𝑐𝑟𝑒𝑓)

𝑅𝐷
∗ (𝑐𝑟𝑒𝑓)

=
𝐷′(𝑐𝑟𝑒𝑓)

𝐷′(𝑐𝑟𝑒𝑓) +
1
𝐺

 4.25 

 
Econometric studies have generally supported an elasticity somewhere between 

0.5 and 1.5 describing the relationship between electricity consumption and GDP 

[98][99][100]. Using a similar reasoning to the one presented earlier for the assessment 

of 𝜒′, it is possible to suggest that the first derivative 휀𝑑
′  is most likely negative – a 

conclusion that is also supported by the qualitative observation that developed countries 

generally have lower elasticities of consumption than developing countries.  

A conclusion that can be drawn from both Equation 4.22 and Equation 4.24 is that 

the concavity parameter for the electricity demand function is most likely higher than 

zero, but smaller than one. A concavity parameter 𝑅𝐷 that is close to zero can be 

associated with an elasticity 휀𝑑 that is greater than one, or with a low tradeoff parameter 

𝐺 – implying that the cost of deficit 𝜒 remains nearly constant over time as the country’s 

GDP grows. A concavity parameter that is close to one, on the other hand, generally 

suggests that the elasticity of electricity consumption is smaller than one, and that the 

tradeoff parameter 𝐺 is high – implying that the cost of deficit rises by nearly one 

percentage point for each percentage point change in GDP. 

In the following sections, we will evaluate both limiting cases in which 𝑅𝐷 

approaches zero and in which it approaches one – in order to better explore the 

implications of these two extremes for the representation of risk aversion in the system. 

4.2.6 Assessment of risk-aversion multipliers 

With the developments presented in Sections 4.2.1 through 4.2.3, it is finally 

possible to go back to the proposed formulation of risk-aversion multipliers as defined in 

Section 4.2.1. Taking the inflection point (𝑐𝑟𝑒𝑓, 𝐷(𝑐𝑟𝑒𝑓)) as a reference, it is possible to 

identify 𝑚𝑐 as the multiplier observed in the thermal costs segment and 𝑚𝑑 representing 

the multiplier applied to the cost of deficit segment.  The definitions of these two 

quantities are presented in Equations 4.26 and 4.27, along with their second-order 
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approximations relying on the second derivatives 𝑢𝑐𝑐
∗  and 𝑢𝑑𝑑

∗  (represented in Section 

4.2.5).  

 

𝑚𝑐(𝑐) =
𝑢(𝑐, 𝐷(𝑐)) − 𝑢 (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓))

𝑢𝑐
∗(𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓)) ∙ (𝑐 − 𝑐𝑟𝑒𝑓)

≈ 1 +
1

2
∙

𝑢𝑐𝑐
∗ (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓))

𝑢𝑐
∗(𝑐𝑟𝑒𝑓, 𝐷(𝑐𝑟𝑒𝑓))

∙ (𝑐 − 𝑐𝑟𝑒𝑓) 

4.26 

 

𝑚𝑑(𝑑) =
𝑢(𝑐𝑟𝑒𝑓 , 𝑑) − 𝑢 (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓))

𝑢𝑑
∗ (𝑐𝑟𝑒𝑓, 𝐷(𝑐𝑟𝑒𝑓)) ∙ (𝑑 − 𝐷(𝑐𝑟𝑒𝑓))

≈ 1 −
1

2
∙

𝑢𝑑𝑑
∗ (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓))

𝑢𝑑
∗ (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓))

∙ (𝐷(𝑐𝑟𝑒𝑓) − 𝑑) 

4.27 

 
As discussed in Section 4.2.1, these risk-aversion multipliers contain essentially 

the same information implied by the bivariate utility function 𝑢 – however, we seek to 

represent this degree of risk-aversion using the more familiar language of the electricity 

dispatch problem. The classical risk-neutral representation of this problem involves 

approximating the agent’s objective function to a simple linear combination of thermal 

costs and costs of deficit, using the reference 𝜒 to represent a tradeoff between those two 

quantities. However, far away from the inflection point (𝑐𝑟𝑒𝑓 , 𝐷(𝑐𝑟𝑒𝑓)), this 

approximation becomes less representative of agents’  true risk-averse preferences; and 

the multiplier represents the weight that should be attributed to a given outcome in order 

to fully correct this distortion. A multiplier of 1.5, for example, indicates that that 

particular outcome should be considered as effectively 50% more impactful for the 

purpose of assessing the agent’s utility function. 

Substituting the formulas for 𝑢𝑐
∗ and 𝑢𝑐𝑐

∗  deduced in the previous Sections, it is 

straightforward to obtain the risk aversion multiplier for the thermal cost segment 𝑚𝑐, as 

illustrated in Equation 4.28. As one would expect, it relies strongly on the concavity 

parameter for the auxiliary utility function 𝑢0, defined as shown in Equation 4.29. Tracing 

a parallel between this representation and the “classical” representation fo the 

macroeconomic problem as introduced in Section 3.4.1, typical values for the parameter 

𝑅𝑢 are around 1 or 2. 

  𝑚𝑐(𝑐) ≈ 1 −
1

2
∙ 𝑅𝑢(𝑐𝑟𝑒𝑓) ∙ (

𝑐

𝑐𝑟𝑒𝑓
− 1) 4.28 
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 𝑅𝑢(𝑐𝑟𝑒𝑓) = −
𝑢0

′′(𝑐𝑟𝑒𝑓)

𝑢0
′ (𝑐𝑟𝑒𝑓)

∙ 𝑐𝑟𝑒𝑓 4.29 

 
However, perhaps the most important conclusion that can be drawn from the 

formulation above is connected to the term (
𝑐

𝑐𝑟𝑒𝑓 − 1). Rewriting 𝑐𝑟𝑒𝑓 as a function of 

the total budget available for general consumption 𝑐0 and the maximum costs of thermal 

generation 𝐶 (𝑞𝑇), the inequality shown in Equation 4.30 can be deduced – seeing that 

the operation of the system’s thermal plants cannot possibly decrease thermal costs below 

zero, it is not possible to raise consumption higher than 𝑐0.  

 (
𝑐

𝑐𝑟𝑒𝑓
− 1) ≤

𝑐0

𝑐0 − 𝐶 (𝑞𝑇)
− 1 =

𝐶 (𝑞𝑇)

𝑐0 − 𝐶 (𝑞𝑇)
 4.30 

 
Because, as suggested in Section 4.2.3, the electricity sector is only a very small 

portion of the economy, 𝐶 (𝑞𝑇) is usually much smaller than 𝑐0 – which implies that the 

ratio from Equation 4.30 will be close to zero. This result follows essentially the same 

reasoning presented in Section 3.4.2: because all possible outcomes from thermal system 

operations only cover a small amplitude of possible values for the general consumption 

variable (i.e. those outcomes relatively close to 𝑐0), the agent’s behavior can be 

represented as approximately risk-neutral. 

Illustrating the small size of 𝐶(𝑑) relative to 𝑐0, it is possible to use the Brazilian 

system itself as an example. Brazilian GDP for year 2012 was equal to 4,392 billion 

Brazilian reais. In December 2012, around 15 GW of thermal power plants were 

represented in the Brazilian optimization model NEWAVE as contributing to servicing 

the national interconnected system. If that entire portfolio of nuclear, coal, gas, and oil-

fired power plants were dispatched baseloaded throughout an entire year, total operational 

costs (once again, according to the parameters input to the optimization model) would be 

somewhere in the ballpark of 31.6 billion Brazilian reais – representing a factor of 140 

smaller than the country’s GDP. As a consequence, one would be hard pressed to justify 

a risk-aversion multiplier lower than around 0.98 or so; even taking inflated estimates for 

all parameters involved. 

Similarly, the risk-aversion multiplier for the cost of deficit segment can be 

written as shown in Equation 4.31 – after substituting the expressions for 𝑢𝑑
∗  and 𝑢𝑑𝑑

∗  and 

making some additional mathematical manipulations, we define the auxiliary parameter 
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𝑅𝑎𝑢𝑥 as shown in Equation 4.32. The concavity parameters 𝑅𝑢 and 𝑅𝐷 are as defined in 

Equation 4.29 and Equation 4.22 respectively, and the elasticity 휀𝑑 is as introduced in 

Section 4.2.2. It is relevant to point out that, contrary to the thermal cost variable, the 

amplitude of potential deficit outcomes that can result from the operation of the electricity 

system is quite large – suggesting that the multipliers 𝑚𝑑 will most likely be more 

impactful in terms of risk aversion. 

 𝑚𝑑(𝑑) ≈ 1 +
1

2
∙ 𝑅𝑎𝑢𝑥(𝑐𝑟𝑒𝑓) ∙ (1 −

𝑑

𝐷(𝑐𝑟𝑒𝑓)
) 4.31 

 𝑅𝑎𝑢𝑥(𝑐𝑟𝑒𝑓) =
1

휀𝑑(𝑐𝑟𝑒𝑓)
∙ (

𝐷′(𝑐𝑟𝑒𝑓)

𝐷′(𝑐𝑟𝑒𝑓) +
1
𝐺

) ∙ [𝑅𝑢(𝑐𝑟𝑒𝑓) − 𝑅𝐷(𝑐𝑟𝑒𝑓)] 4.32 

 
As discussed in Section 4.2.5, two extreme scenarios for the concavity parameter 

𝑅𝐷 can be evaluated:  

∙ For 𝑅𝐷 close to zero, the elasticity of electricity demand is typically higher 

than one, and the tradeoff parameter 𝐺 is typically small compared to 𝐷′. As 

a consequence, the concavity parameter 𝑅𝑎𝑢𝑥 is also relatively small, likely 

somewhere around 0.5 ∙ 𝑅𝑢 or even smaller. 

∙ For 𝑅𝐷 close to one, the elasticity 휀𝑑 is lower than one, and 𝐺 tends to be very 

high. As a consequence, it is conceivable for 𝑅𝑎𝑢𝑥 to be of a similar magnitude 

as 𝑅𝑢 – for example, when 𝑅𝑢 = 2, 휀𝑑 = 0.5 and 𝐺 → ∞. However, 𝑅𝑎𝑢𝑥 is 

unlikely to be higher than 𝑅𝑢, as this would require either 𝑅𝑢 > 2 or 휀𝑑 < 0.5. 

Taking the assumption 𝑅𝑎𝑢𝑥 ≈ 𝑅𝑢 ≈ 2 as an upper bound to evaluate what 

consequences it would have to the representation of risk aversion, we substitute in 

Equation 4.31 a severe electricity deficit event affecting 20% of the demand – which 

results in a risk-aversion multiplier of around 1.2. A few conclusions can be drawn from 

this assessment: 

 The representation of risk-aversion is inherently asymmetric in its treatment 

of the thermal cost and deficit cost segments. Even reducing thermal costs 

from the maximum possible values to zero only has a modest impact on the 

risk-aversion multiplier (from 1 to 0.99), whereas on the cost of deficit side 

this impact could be much greater (from 1 to 1.2 for a deficit with depth 20%) 

 Even on the cost of deficit side, in which incorporating risk-aversion is more 

justifiable, it is relevant to point out that the multiplier tends to be relatively 
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modest in magnitude. This will contrast with the multipliers implicitly 

associated with the intertemporal CVaR methodology – which will be 

addressed in Section 4.3. 

4.2.7 Modeling intertemporal effects 

A final consideration is with regards to the relationship between the agent’s risk 

aversion parameters and its time preferences, as discussed in Section 3.4.2 for the case of 

a single variable being optimized in the agent’s utility function. In this Section, we hope 

to extend these conclusions to the bivariate representation involving the consumption 

variables 𝑐 and 𝑑. Using a similar approach as introduced in Section 4.2.3, we assume 

that the reference point 𝑐𝑟𝑒𝑓 = 𝑐0 − 𝐶 (𝑑𝑇) evolves over time according to an 

exponential trend, such that 𝑐𝑖+1
𝑟𝑒𝑓

= (1 + 휂) ∙ 𝑐𝑖
𝑟𝑒𝑓

. For simplicity, we assume that both 

𝑐0 and 𝐶 (𝑑𝑇) evolve according to the same trend, ignoring more complex effects 

involving the evolution of a country’s thermal generation capacity and thermal operative 

costs – however, because 𝐶 (𝑑𝑇) is generally small relative to 𝑐0, this assumption is 

unlikely to materially distort the results. 

Like in Section 3.4.2, we hope to represent the ratio between the first derivatives 

of the utility function in subsequent time periods – this parameter can be associated with 

consumers’ observed time preference for that particular good. Indeed, it is a general result 

of intertemporal optimization involving multiple goods that each individual component 

of the consumption vector can be evaluated according to its own discount rate 𝑟∗ [72][92]. 

Therefore, we expect to present formulations for the discount rates 𝑟𝑐
∗ and 𝑟𝑑

∗ for the rates 

of time preference applicable to the variables 𝑐 and 𝑑 respectively. 

The marginal values 𝑢𝑐
∗ and 𝑢𝑑

∗  of the agent’s utility function at the point 

(𝑐𝑖+1
𝑟𝑒𝑓

, 𝐷(𝑐𝑖+1
𝑟𝑒𝑓

)) can be written based on a first-order expansion around the point 

(𝑐𝑖
𝑟𝑒𝑓

, 𝐷(𝑐𝑖
𝑟𝑒𝑓

)), using the second derivatives 𝑢𝑐𝑐
∗  and 𝑢𝑑𝑐

∗  respectively, as represented in 

Equations 4.33 and 4.34. We have substituted in these Equations the expressions for the 

first and second derivatives as presented in Sections 4.2.4 and 4.2.5, also using the 

definitions of the concavity parameters introduced in Section 4.2.5 to further simplify the 

representation. 
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 𝑢𝑐
∗ (𝑐𝑖+1

𝑟𝑒𝑓
, 𝐷(𝑐𝑖+1

𝑟𝑒𝑓
))

= 𝑢𝑐
∗ (𝑐𝑖

𝑟𝑒𝑓
, 𝐷(𝑐𝑖

𝑟𝑒𝑓
)) + 𝑢𝑐𝑐

∗ (𝑐𝑖
𝑟𝑒𝑓

, 𝐷(𝑐𝑖
𝑟𝑒𝑓

)) ∙ 휂 ∙ 𝑐𝑖
𝑟𝑒𝑓

= 𝑢0
′ (𝑐𝑟𝑒𝑓) + 𝑢0

′′(𝑐𝑟𝑒𝑓) ∙ 휂 ∙ 𝑐𝑖
𝑟𝑒𝑓

 

4.33 

 𝑢𝑑
∗ (𝑐𝑖+1

𝑟𝑒𝑓
, 𝐷(𝑐𝑖+1

𝑟𝑒𝑓
))

= 𝑢𝑑
∗ (𝑐𝑖

𝑟𝑒𝑓
, 𝐷(𝑐𝑖

𝑟𝑒𝑓
)) + 𝑢𝑑𝑐

∗ (𝑐𝑖
𝑟𝑒𝑓

, 𝐷(𝑐𝑖
𝑟𝑒𝑓

)) ∙ 휂 ∙ 𝑐𝑖
𝑟𝑒𝑓

=
𝑢0

′ (𝑐𝑖
𝑟𝑒𝑓

)

𝐷′(𝑐𝑖
𝑟𝑒𝑓

) +
1
𝐺

[1 − (𝑅𝑢(𝑐𝑖
𝑟𝑒𝑓

) − 𝑅𝐷(𝑐𝑖
𝑟𝑒𝑓

)) ∙ 휂] 

4.34 

 
It is finally possible to identify the effective discount rates for the two 

consumption variables, by calculating the ratio between the marginal value of 

consumption in two consecutive periods. For the general consumption variable 𝑐, this 

representation of time preferences results in a discount rate parameter 𝑟𝑐
∗ that uses exactly 

the same expression as the one presented in Section 3.4.2, as shown in Equations 4.35 

and 4.36. The key drivers of the discount rate are therefore the same ones as in the single-

variable case: the pure time preference 𝜌, the expected growth rate of consumption 휂, and 

the risk aversion parameter 𝑅𝑢. 

 1

1 + 𝑟𝑐
∗ 

= (
1

1 + 𝜌
) ∙

𝑢𝑐
∗ (𝑐𝑖+1

𝑟𝑒𝑓
, 𝐷(𝑐𝑖+1

𝑟𝑒𝑓
))

𝑢𝑐
∗ (𝑐𝑖

𝑟𝑒𝑓
, 𝐷(𝑐𝑖

𝑟𝑒𝑓
))

=
1 − 휂 ∙ 𝑅𝑢(𝑐𝑖

𝑟𝑒𝑓
)

1 + 𝜌
 

4.35 

 𝑟𝑐
∗  ≈ 𝜌 + 휂 ∙ 𝑅𝑢(𝑐𝑖) 4.36 

 
Following the same procedure for the cost of deficit variable, the result for the 

time preference parameter 𝑟𝑑
∗ is shown in Equations 4.37 and 4.38, ultimately resulting in 

an expression that depends on the concavity parameter 𝑅𝐷 as defined in Section 4.2.5. It 

is possible to observe that, when 𝑅𝐷 is close to zero, the discount rates 𝑟𝑐
∗ and 𝑟𝑑

∗ are very 

similar – a scenario that is mostly associated to an elasticity greater than one and/or a 

tradeoff parameter 𝐺 that is small compared to 𝐷′, as discussed in Section 4.2.5. However, 

if 𝑅𝐷 is close to one, the two time preference parameters could diverge – especially if the 

economic growth expectation 휂 is large compared to the pure time preference parameter 

𝜌. 
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1

1 + 𝑟𝑑
∗ 

= (
1

1 + 𝜌
) ∙

𝑢𝑑
∗ (𝑐𝑖+1

𝑟𝑒𝑓
, 𝐷(𝑐𝑖+1

𝑟𝑒𝑓
))

𝑢𝑑
∗ (𝑐𝑖

𝑟𝑒𝑓
, 𝐷(𝑐𝑖

𝑟𝑒𝑓
))

=
1 − 휂 ∙ (𝑅𝑢(𝑐𝑖

𝑟𝑒𝑓
) − 𝑅𝐷(𝑐𝑖

𝑟𝑒𝑓
))

1 + 𝜌
 

4.37 

 𝑟𝑑
∗ = 𝜌 + 휂 ∙ (𝑅𝑢(𝑐𝑖

𝑟𝑒𝑓
) − 𝑅𝐷(𝑐𝑖

𝑟𝑒𝑓
)) 4.38 

 

4.2.8 Summary and conclusions 

Based on this Section’s top-down assessment of a representative consumer’s 

bivariate utility function involving the co-optimization of electricity consumption 𝑑 and 

“general” consumption 𝑐, we have been able to identify certain fundamental relationships 

between the representation of preferences in a macroeconomic sense and in the context 

of the electricity dispatch problem. In particular, the following conclusions can be drawn: 

∙ As seen in Section 4.2.4, there is a profound relationship between the marginal 

cost of deficit 𝜒, the elasticity of electricity consumption 휀𝑑, and the tradeoff 

parameter 𝐺. As 𝐺 approaches infinity, the cost of deficit approaches a 

maximum of 
1

𝐷′(𝑐)
; a representation coherent with previous formulations used 

in the Brazilian electricity sector. 

∙ As seen in Section 4.2.6, risk-aversion in the thermal cost variable does exist, 

but is likely negligible in magnitude; whereas risk-aversion in the deficit cost 

variable can perceptibly affect the weighing of downside scenarios. This 

suggests an asymmetric treatment of risks on each side of the point of 

reference. 

∙ As seen in Section 4.2.7, another way in which the variables 𝑐 and 𝑑 can be 

treated in a fundamentally different fashion is with regards to their time 

preference parameters. In particular, based on the developments from Section 

4.2.5, it is possible to infer that deficit events in future periods might be 

evaluated in the objective function according to a discount rate that is lower 

than the discount rate applied to the general consumption variable. 

These considerations suggest a particular shape for the representation of risk 

aversion in the context of the electricity dispatch problem – and in the following Sections, 

we hope to contrast this representation, constructed in a “top-down” fashion from the 
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fundamentals of the problem, with the intertemporal CVaR methodology recently 

introduced to the Brazilian electricity sector. 

Additional considerations can be made with respect to the limitations of the 

problem formulation developed in this Section – perhaps most notably, we have 

represented the tradeoff between electricity consumption and general consumption as a 

simple linear parameter 𝐺, and did not take into account how this parameter would 

fluctuate as GDP grows or as the depth of electricity deficit increases. Indeed, the 

adoption of a multi-tiered cost of deficit function in the Brazilian system (see Section 

2.4.4) implicitly suggests that this tradeoff varies with the depth of the electricity deficit.  

As discussed in Section 4.2.4, it would be possible to represent the present 

problem using a detailed 𝛾 function rather than a simpler linear parameter 𝑄. The most 

important fundamental change brought by this more refined representation is that the 

evaluation of the cost of deficit function, both in terms of its multiplier 𝑚𝑑 and in terms 

of its discount rate 𝑟𝑑, would depend on the second derivatives of the 𝛾 function. 

However, it is relevant to point out that this adjustment would have no bearing on the 

respective parameters describing preferences on the general consumption variable 𝑚𝑐 and 

𝑟𝑐. As a consequence, an important conclusion that can be drawn from the above 

developments is that most likely the representation of risk-aversion according to the 

bivariate utility framework would rely on manipulations of the representation of the cost 

of deficit variable: 

 Adjusting the marginal cost of deficit 𝜒 is the most straightforward approach, 

which would directly affect the tradeoff between costs of thermal generation 

and costs of deficit; 

 Adjusting the concavity of the cost of deficit function, for example introducing 

new tiers for the cost of deficit or altering the price ratio between those tiers, 

would be a way of emulating the multiplier parameter 𝑚𝑑; 

 Finally, adjusting the growth rate of the cost of deficit function over time 

would be a way to effectively represent a discount rate 𝑟𝑑 for the electricity 

consumption variable that is different from the discount rate 𝑟𝑐 for general 

consumption. 

Our proposed representation for the purpose of this dissertation is based on the 

three tiers of representation detailed above. Ultimately, for the purpose of the simulations 

presented in Chapter 5, we presented a thorough assessment of the first item and a 
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simplified assessment of the third item. As future work, we propose the system operator’s 

objective function to be explored further regarding the effects of the concavity of the cost 

of deficit and of its growth rate. 

4.3 A utilitarian interpretation of conditional value-at-

risk 

This Section represents a bottom-up description of the weighing of scenarios as 

implied by the intertemporal CVaR risk-aversion methodology, seeking to better 

understand the preferences implied by this risk-aversion implementation. Despite some 

fundamental differences, the proposed interpretation of the intertemporal CVaR allows 

for easier comparison of this methodology with the utilitarian approach. 

4.3.1 Introduction and objective 

For the present exercise, we are interested in evaluating how preference functions 

that use risk measures as key indicators, such as the intertemporal CVaR method 

discussed in Section 2.3.5, compare to utility function representations. Even though 

introducing the concept of the conditional value-at-risk implies a fundamental change in 

the problem’s representation in certain ways, ultimately the electricity dispatch problem 

is still written as an optimization of a central planner’s objective function. As a 

consequence, understanding how these central planner’s preferences translate into a  

representative consumer as discussed in Section 3.3.5 can be an important tool for 

understanding the underlying assumptions of the methodology – and ensuring that the 

representation of preferences is indeed consistent with real-world agents’ choices. 

As discussed in Section 3.2.1, one of the defining features of the utilitarian 

approach is that there is a utility function that attributes an implicit value to all possible 

outcomes of a random process regardless of the likelihood that those outcomes effectively 

materialize – whereas risk measures are entirely dependent on the probability distribution 

of outcomes. This implies that a representation of preferences based on risk measures can 

probably only be translated to a utilitarian framework in a limited way, if at all. On the 

other hand, utilitarian reasoning is an extremely useful framework; and evaluating exactly 

in which ways the agent’s preferences deviate from the VNM rationality axioms can be 
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useful in itself, in order to identify whether the agent is somehow exploitable (see Section 

3.2.1). 

The relationship between risk measures and utility functions has been addressed 

before in the literature, such as in [19][74]. Even though both approaches have sought to 

model the same process – i.e. agents’ decision making under uncertainty, they have 

evolved relatively independently in their own fields (economics and finance most 

notably), resisting all attempts at unification. In this dissertation, we will extend the 

analysis done in previous works to encompass the nested intertemporal formulation of 

this risk measure, as adopted in the Brazilian system optimization (see Section 2.3.5). 

4.3.2 Basic interpretation of the single-period CVaR 

In this first stage, we will evaluate a very simplified version of the problem, in 

which there is only a single period and the probability distribution 𝑓(𝑥) of the random 

outcomes 𝑥 is predetermined and unchangeable.. Like in Section 2.3.5, we represent the 

agent’s objective function as a convex combination of the expected value and the CVaR; 

and we wish to rewrite this objective function in a way that resembles a utility function: 

Z = (1 − 𝜆) ∙ 𝔼(𝑥) + 𝜆 ∙  𝐶𝑉𝑎𝑅𝛼(𝑥)  4.39 
 
One useful way to interpret the representation from Equation 4.39 is noticing that 

each of the possible outcomes 𝑥 must fall in one of two categories: those that belong to 

the set Ω𝛼 of the α “worst” scenarios, and those that belong to the set Ω1−𝛼 of the 1 − α 

“best” scenarios. Under certain circumstances11, some outcomes could fall exactly on the 

frontier between Ω𝛼 and Ω1−𝛼 – although this is a corner case that tends to change very 

little the behavior of the function. Therefore, we will assume for simplification that Ω1−𝛼 

and Ω𝛼 are disjoint, and that their union is equal to the set of all possible outcomes Ω. 

The scenarios that belong to Ω𝛼 are computed for the calculation of both the 

components of the future cost function (CVaR and expected value), whereas those that 

belong to the set Ω1−𝛼 only matter for the calculation of the expected value. It is thus 

possible to rewrite the objective function from Equation 4.39 as follows, using the 

probability distribution function 𝑓(𝑥) and the definitions of expected value and CVaR:  

                                                 
11 Typically when the set of random outcomes 𝑋 and/or the probability distribution function 𝑓(𝑋) are not 

continuous 
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Z = (1 − 𝜆) ∙
∫ 𝑥 ∙ 𝑓(𝑥)𝑑𝑥 

Ω

∫ 𝑓(𝑥)𝑑𝑥 
Ω

+ 𝜆 ∙
∫ 𝑥 ∙ 𝑓(𝑥)𝑑𝑥 

Ω𝛼

∫ 𝑓(𝑥)𝑑𝑥 
Ω𝛼

  4.40 

 
In which the denominators simply represent weighing parameters – the aggregate 

probability for the entire set of possible outcomes, ∫ 𝑓(𝑥)𝑑𝑥 
Ω

, is equal to one; whereas 

the aggregate probability for the set Ω𝛼 is, by definition, equal to 𝛼. Rearranging the 

equation, it is possible to rewrite it as follows: 

Z = 

(1 − 𝜆) ∙ [ ∫ 𝑥 ∙ 𝑓(𝑥)𝑑𝑥 

Ω𝛼

+ ∫ 𝑥 ∙ 𝑓(𝑥)𝑑𝑥 

Ω1−𝛼

] + 𝜆 ∙
1

𝛼

∙ ∫ 𝑥 ∙ 𝑓(𝑥)𝑑𝑥 

Ω𝛼

 

4.41a 

Z = (1 − 𝜆) ∙ [ ∫ 𝑥 ∙ 𝑓(𝑥)𝑑𝑥 

Ω1−𝛼

] + (1 − 𝜆 +
𝜆

𝛼
) ∙ [ ∫ 𝑥 ∙ 𝑓(𝑥)𝑑𝑥 

Ω𝛼

] 4.41b 

Z = (1 − 𝜆) ∙ 𝔼
𝑥∈Ω1−𝛼

𝑥 + (1 − 𝜆 +
𝜆

𝛼
) ∙ 𝔼

𝑥∈Ω𝛼

𝑥 4.41c 

 
The rearrangement postulated in Equation 4.40c makes it clear that the convex 

preferences presented in Equation 4.39 using the CVaR risk measure bear a striking 

resemblance to a piecewise linear utility function: scenarios that belong to Ω1− α are 

weighed in the objective function with a factor 1 − λ < 1; whereas scenarios that belong 

to Ω𝛼 are weighed in the objective function with a factor 1 − λ +
λ

α
> 1. Figure 4-3 

illustrates some simplified examples, assuming a uniform probability distribution over all 

possible dollar values between zero and one – the parameter α dictates the position of the 

function’s “tipping point” (as discussed in Section 3.2.2). The representations in Figure 

4-3 illustrate how the agent’s CVaR-oriented preferences are more risk-averse for lower 

𝛼 and higher λ – those functions visually stand out as having a more concave “equivalent” 

utility function representation. 
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Figure 4-3: Piecewise linear utility functions equivalent to an agent’s preferences in the form (𝟏 − 𝝀) ∙ 𝔼(𝒙) +
𝝀 ∙  𝑪𝑽𝒂𝑹𝜶(𝒙), for different values of 𝜶 and 𝝀 

4.3.3 Limitations and caveats of the single-period CVaR 

interpretation 

The interpretation presented in Section 4.3.2 seemingly establishes an elegant, 

clear relationship between the objective function represented in Equation 4.39 (convex 

combination involving the CVaR and expected value of outcomes) and a piecewise linear 

utility function. However, in Section 4.3.2 we have chosen to ignore the effect of the 

probability distribution of outcomes when determining the cutoff point, representing it 

instead as a pure function of the parameter 𝛼. This key distinction represents the radically 

different principles that guide the two approaches, as discussed in Section 4.3.1; and has 

a few important consequences for the applicability of the correspondence established in 

Section 4.3.2. 

A first important consequence is related to the frontier between the scenarios that 

are weighed “strongly” in the objective function (Ω𝛼) and the ones that are weighed 

“weakly” (Ω1−𝛼). In some cases, there is exogenous information that may offer a clue to 

where this frontier should be located; some intrinsic characteristic of the problem that 

implies that it would be reasonable to weigh downside scenarios more heavily beyond a 

certain point. For a trader, for example, this exogenous cutoff point could be 

representative of the point in which the company must go into debt in order to meet its 

financial obligations; whereas for an electricity system operator this cutoff could be 

representative of the point in which electricity deficit occurs. In the case of a piecewise 

linear utility function, this exogenous cutoff point can be introduced directly – however, 

for a decision maker that uses risk measures, this exogenous cutoff point must be 
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calibrated by changing the parameter 𝛼; since the cutoff in this case is determined jointly 

by this parameter and the probability distribution of outcomes. 

A second important consideration is that the agent’s decision has a direct influence 

on the probability distribution of outcomes, which introduces a certain degree of 

circularity in the decision process, as illustrated in Figure 4-4. For simplification, we will 

assume that this procedure converges to a stable optimal decision12. 

 

Figure 4-4: Cyclical procedure implied in determining optimal decision making for an agent using risk 

measures in its decision function 

Most importantly, this cyclical behavior implies that, when using risk measures to 

compare different alternatives, the decision maker effectively evaluates each possible 

action using different cutoff points. As illustrated in Figure 4-5, the different probability 

distributions resulting from action 1 (shown in red) and action 2 (shown in green) imply 

that some scenarios will be weighed as belonging to Ω𝛼 in one case and as belonging to 

Ω1−𝛼 in the other case. In the piecewise linear utility function representation, the cutoff 

point is the same for the two distributions; and therefore there is a chance that these two 

representations of preferences will not be exactly compatible – especially if there is a 

substantial probability mass in the neighborhood of the cutoff point. 

                                                 
12 If this is not true for some probability function of outcomes, the representation of the agent’s 

preferences based on risk measures will not satisfy the completeness axiom from Section 3.2.1. 
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Figure 4-5: Probability distributions of outcomes given two possible actions, one with lower variance (dubbed 

“risk-averse”) and one with higher variance (“risk-seeking”). Cutoff points are highlighted, determined for a 

given 𝜶 

A final key distinction that is also connected to the above properties of the 

preference function is that an objective function defined by risk measures does not obey 

the independence axiom satisfied by utilitarian preferences, as stated in Section 4.3.3. 

Figure 4-6, for example, illustrates a situation that maintains the two decision alternatives 

illustrated in Figure 4-5, except that regardless of the agent’s choice there is a possibility 

for an unrelated downside scenario materializing. It is clear from comparing the two 

figures that the cutoff points have shifted; and as a consequence it is possible that the 

agent’s preference for taking one action or the other may have changed. This behavior is 

contrary to the hypothesis of independence, and implies that the agent’s decision depends 

on the way how certain risks are represented in the probability distribution of outcomes. 

 

Figure 4-6: Probability distributions of outcomes given two possible actions with the possibility of a downside 

outcome regardless of choice of action. Cutoff points are highlighted, determined for a given 𝜶 

Despite the above criticisms and limitations, the relationship established in 

Section 4.3.2 between an agent’s objective function written based on the CVaR risk 
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measure and a piecewise linear utility function can be useful in certain contexts. In order 

to propose a similar interpretation for an intertemporal objective function using nested 

CVaR formulations, we will assume that the issues detailed above are not a major 

obstacle; and that the piecewise linear utility representation presented in Section 4.3.2 is 

indeed a good approximation of the agent’s preferences based on risk measures. 

4.3.4 Basic interpretation of the intertemporal CVaR 

As shown in Section 2.3.5, the risk aversion methodology ultimately implemented 

in Brazil used the CVaR risk measure in the recursive formulation of the future cost 

function: 

𝑄𝑡(𝒙𝑡) = 
𝐶𝑡(𝒙𝑡) + +                                   
+             [(1 − 𝜆) ∙ 𝔼 𝑄𝑡+1(𝒙𝑡+1)  + 𝜆 ∙  𝐶𝑉𝑎𝑅𝛼 𝑄𝑡+1(𝒙𝑡+1)] 

4.42 

 
It has been noted in [15][17] that this recursive definition is necessary to ensure 

temporal consistency of decision making – however, because the separation of the 

fraction  𝛼 of worst-case scenarios happens at each time step, after 𝑛 periods the 

intertemporal CVaR methodology would be focused on avoiding the 𝛼𝑛 worst-case 

scenarios. As a consequence of this exponential behavior over a number of periods, the 

parameter 𝛼 in intertemporal implementations tends to be relatively high (typically 20% 

to 50%); whereas in single-period assessments smaller values of 𝛼 tend to be used (up to 

10%). The nested representation of the recursive future cost function is indeed an 

important characteristic of the intertemporal CVaR formulation, since it leads to weights 

being compounded (much like the splits into smaller and smaller subsets): Equation 4.43a 

illustrates a breakdown of the recursive CVaR formulation for a three-period horizon. 

𝑄1(𝒙1) = 𝐶1(𝒙1) + (1 − 𝜆) ∙ 𝔼 [
𝐶2(𝒙2) + (1 − 𝜆) ∙ 𝔼[𝑄3(𝒙3)] 

                    +𝜆 ∙ 𝐶𝑉𝑎𝑅𝛼[𝑄3(𝒙3)]
] + 

 

                        𝜆 ∙  𝐶𝑉𝑎𝑅𝛼 [
𝐶2(𝒙2) + (1 − 𝜆) ∙ 𝔼[𝑄3(𝒙3)] 

                    +𝜆 ∙ 𝐶𝑉𝑎𝑅𝛼[𝑄3(𝒙3)]
] 

4.43a 

 
In addition, it is straightforward to interpret the weighing of the different scenarios 

in a similar way as they have been presented in Section 4.3.2 – Each possible outcome 

starting from the initial condition 𝑠 can be categorized into one of two groups: those that 

belong to the set Ω𝛼(𝑠) of the α “worst” scenarios and those that belong to the set Ω1−𝛼(𝑠) 

of the 1 − α “best” scenarios. The breakdown from Equation 4.43a can thus be rewritten 
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as follows, highlighting the separation of potential scenarios into two disjoint subsets 

(under certain simplifying assumptions – see Section 4.3.2): 

𝑄1(𝒙1) = 𝐶1(𝒙1) +  
               (1 − 𝜆)

∙ 𝔼
𝒙2∈Ω1−𝛼(𝑥1)

[

𝐶2(𝒙2) + (1 − 𝜆) ∙ 𝔼
𝒙3∈Ω1−𝛼(𝑥2)

[𝑄3(𝒙3)] 

                   + (1 − 𝜆 +
𝜆

𝛼
) ∙ 𝔼

𝒙3∈Ω𝛼(𝑥2)
[𝑄3(𝒙3)]

] 

                         

         (1 − 𝜆 +
𝜆

𝛼
)

∙ 𝔼
𝒙2∈Ω𝛼(𝑥1)

[

𝐶2(𝒙2) + (1 − 𝜆) ∙ 𝔼
𝒙3∈Ω1−𝛼(𝑥2)

[𝑄3(𝒙3)] 

                   + (1 − 𝜆 +
𝜆

𝛼
) ∙ 𝔼

𝒙3∈Ω𝛼(𝑥2)
[𝑄3(𝒙3)]

] 

4.43b 

 
In the above representation, the weighing of the scenarios for 𝐶2(𝒙2) most 

resembles the representation proposed in Section 4.3.2 – the agent’s preferences for costs 

incurred in the second period can be approximated by a piecewise linear utility function, 

in which a clear threshold separates the scenarios weighed with a factor 1 − 𝜆 and those 

weighed with a  factor 1 − 𝜆 +
𝜆

𝛼
.  For the first period, each of the possible outcomes are 

weighed equally, which is equivalent to a risk-neutral (linear) utility function applied to 

𝐶1(𝒙1) – however, because usually there is no uncertainty regarding the outcome of the 

first period once the choice of action is made, this has very little consequence. 

For the third period, naively it would be possible to attempt to define four different 

sets with different weights, analogously to the sets Ω𝛼 and Ω1−𝛼 for the second period: 

scenarios in the set Ω1− α,1−α would be weighed with a factor (1 − λ)2, while those in the 

set Ωα,α would be weighed with a factor (1 − λ +
λ

α
)

2

 and those belonging either to the 

set Ω1− α,α or to the set Ω α,1−α would be weighed with a factor (1 − λ) (1 − λ +
λ

α
). If it 

is indeed possible to identify these four sets, the agent’s preferences for the third period 

could be represented with a piecewise linear utility function, much like the second 

period’s preferences (albeit one with three linear segments rather than two). 

This process can be repeated for periods further away in time, assigning to each 

of the branches of the scenario tree a relative weight, as illustrated in Figure 4-7. The 

outcome at each period either belongs to Ω1− α (right branch) or to Ωα (left branch), and 

the weight assigned to a particular scenario in period 𝑡 only depends on the number of 

“lefts” and “rights” taken in the diagram in order to reach that point. 
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Figure 4-7: Branching of the scenario tree over five consecutive periods, in which at each transition the 

outcomes are split between the 𝟏 −  𝛂 “best” outcomes (right) and the 𝛂 “worst” outcomes (left). 

An important conclusion from the above representation is that periods further 

away in time are valued intrinsically differently from periods closer in time. In the 

classical intertemporal representation of utility functions discussed in Section 3.2.5, the 

shape of preferences remains stable over time, In contrast, when using the intertemporal 

CVaR objective function, outcomes located further away in the future involve a more 

detailed representation of the objective function (a richer variety of weights are assigned 

to different outcomes). More specifically, the implicit utility function according to which 

outcomes are evaluated will tend to become progressively more concave (or more risk 

averse) for periods further away in time. This is most noticeable from the ratio between 

the weights applied to the worst-case and best-case scenarios at each period: this is a 

useful indicator of risk aversion, seeing that a high ratio implies that downside scenarios 

are penalized much more heavily in the objective function. In period 𝑛, the best-case 

scenarios are weighed with a factor (1 − 𝜆)𝑛, whereas the worst-case scenarios are 

weighed with a factor (1 − 𝜆 +
𝜆

𝛼
)

𝑛

 – which implies that the ratio between these two 

extreme weights rises exponentially over time. 

Because these exponential weights only appear when assessing more distant 

periods, it can be sometimes difficult to see their role – as the future approaches and the 

outcome becomes more certain, the weights become less and less extreme. 
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4.3.5 Additional considerations and numerical example 

An important caveat is that the representation proposed in Section 4.3.4 assumes 

that the final outcome 𝑠𝑛 in period 𝑛 can be neatly associated to a sequence of outcomes 

in the intermediate periods 𝑠1, 𝑠2, … , 𝑠𝑛−1 – seeing that the weight attributed to the final 

outcome will depend on how many times the intermediate transitions involved the set 

Ω𝛼(𝑠𝑖) or the set Ω1−𝛼(𝑠𝑖). In practice, however, knowledge of the final outcome 𝑠𝑛 is 

not sufficient information to reconstruct all intermediate transitions – there are multiple 

paths that can lead from 𝑠1 to 𝑠𝑛, and each of them may be weighed differently. 

This characteristic of attributing different weights to different “paths” is 

characteristic of an objective function that uses risk measures – it is a phenomenon related 

to the weighing dependent on the probability distribution of outcomes, as addressed in 

Section 4.3.3. In order to best approximate a utility function representation, which ought 

to be agnostic of the path followed by the system, it is possible to calculate a compound 

weight for each future scenario by listing all possible paths that can result in a given 

scenario, taking into account the relative likelihood of the transitions. For example, if the 

scenario 𝑠3 can be reached via the transition {Ω1−𝛼(𝑠1), Ω𝛼(𝑠2)} but is three times more 

likely to be reached via the transition {Ω𝛼(𝑠1), Ω𝛼(𝑠2)}, then its compound weight for an 

equivalent utility function representation would be determined as follows: 

𝑤(𝑠3) =
3

4
 ∙  (1 − 𝜆 +

𝜆

𝛼
)

2

+
1

4
∙  (1 − 𝜆 +

𝜆

𝛼
) ∙  (1 − 𝜆) 4.44 

 
This behavior creates two interesting departures from the “naïve” interpretation 

proposed in Section 4.3.4. Firstly, it implies that the equivalent utility representation for 

the third period onwards is a smooth function – rather than a piecewise linear function, as 

suggested by the discrete weighing of scenarios represented in Section 4.3.4. In addition, 

the above formulation suggests that the exponential behavior identified in Section 4.3.4 

would be much less extreme – rather than having exponentially increasing weights for a 

smaller and smaller fraction of scenarios, the weighing of the downside scenarios would 

be much more nuanced, seeing that most of them could be reached with multiple 

intermediate histories (as illustrated in Equation 4.44). 

For illustrative purposes, we will construct the “equivalent” utility representations 

for future periods in a simplified system. For this illustrative example, we will take the 

system operator’s decision as a given; and based on these operative decisions we will 
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calculate the transition functions from one stage to the next and ultimately the weights 

attributed to the different scenarios in future periods (which are determined based on the 

probability distribution of outcomes). This represents only the first step to the iterative 

procedure used to jointly determine the optimal operative decision and the probability 

distribution of outcomes – as discussed in Section 4.3.3, it would then be necessary to 

verify whether the original decision function would need to be revised based on the 

assigned weights. Nonetheless, the (partial) procedure represented below is sufficient to 

illustrate how the process functions and offer some insights regarding the shape of the 

equivalent utility function representation. 

For this example, we will assume that the parameters adopted for the intertemporal 

CVaR methodology are 𝛼 = 0.5 and 𝜆 = 0.25: the same parameters chosen for 

implementation in the Brazilian system, as seen in Section 2.4. The illustration on the left 

of Figure 4-8 shows the probability distribution of hydro inflows, with the threshold 

corresponding to 𝛼 = 0.5 highlighted – this function represents the key source of 

uncertainty in the transition function. In turn, the illustration on the right of Figure 4-8 

represents the system operator’s decision function, which also directly affects the 

transition from one period to the next (albeit in a deterministic fashion). 

 

Figure 4-8: Inputs to calculate the transition function of a sample one-reservoir system: probability 

distribution of inflows (left) and operative decision (right) 

In this extremely simple system in which there is only one hydro plant and in 

which hydro inflows in consecutive periods are not correlated, the state of the system at 

the time the operative decision is made can be described in a single variable, representing 

the total amount of water available to the system’s hydro plant – seeing that there is no 

differentiation between water that had been kept in the storage from previous periods and 
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additional natural inflows from that same period. This variable is plotted in the 𝑥 axis of 

the illustration on the right of Figure 4-8; and the function represented shows what the 

storage level at the end of the period will be – which is simply another way of indicating 

the amount of water that would be turbined according to the system operator’s decision. 

The dotted red line in that figure shows how this storage level at end of period (𝑦 axis) 

would translate into an amount of water available at the beginning of the subsequent 

period, on average, with the arrival of additional hydro inflows – although this transition 

is inherently uncertain, as illustrated on the figure on the left. 

Figure 4-9 illustrates the results of a simulation using the information from Figure 

4-8 as inputs. On the right, the probability distribution of outcomes on each subsequent 

period (as seen from year 1) is represented – taking into account the inflow uncertainty 

and the system’s operator action at each intermediate step. The figure on the right 

illustrates how the agent’s preferences behave in future periods, using the procedure 

defined in Section 4.3.4 to determine the relative weights applied to the different 

scenarios. 

 

Figure 4-9: Outputs of a simulation of a sample one-reservoir system: probability distribution scenarios at 

each year, starting from a known condition (left) and equivalent utility function representation of preferences 

at each year, for an intertemporal CVaR implementation with 𝜶 = 𝟎. 𝟓 and 𝝀 = 𝟎. 𝟐𝟓 (right) 

The set of yearly utility functions obtained from the simulation behave as 

discussed in Section 4.3.4 – when comparing scenarios that occur many periods ahead, 

the decision maker’s preferences are much smoother and more concave than when 

evaluating more immediate outcomes. In the long term, there seems to be a convergence 

in both the probability distribution of outcomes and in the representation of preferences, 

as illustrated in Figure 4-9.  
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Even though these general properties of the analogous utility representation apply 

to multiple scenarios, the precise description of the shape of these functions has extremely 

narrow applications. In particular, the equivalent utility functions represented in Figure 

4-9 are only valid for a specific set of starting conditions; and if the agent’s response 

function is revised as part of the iterative process in determining the optimal action, the 

functions would also need to be completely revised. Figure 4-10 shows how the sets of 

preferences associated with the intertemporal CVaR behave differently for different 

starting volumes. Although the two starting volumes converge to a similar representation 

multiple years in the future (as expected), there is a visible contrast between the two 

scenarios in the first few years. It is possible to conclude that the position of the inflection 

point at the first transition (closer to high storage volumes on the figure on the left, and at 

a low volume on the figure on the right) plays an important role for many subsequent 

periods. 

 

Figure 4-10: Equivalent utility function representation of preferences for an intertemporal CVaR 

implementation with 𝜶 = 𝟎. 𝟓 and 𝝀 = 𝟎. 𝟐𝟓. The two sets of curves correspond to a starting condition with 

abundant water available (left) and another with an extremely low volume (right) 

4.4 Further considerations on the implications of the 

intertemporal CVaR method 

Based on the conclusions from the previous sections, in this Section we seek to 

trace fundamental parallels between the proposed macroeconomic-centric representation 

of preferences and the one implied by the intertemporal CVaR. Furthermore, some of the 

key implications and consequences of adopting the intertemporal CVaR methodology are 

discussed. 
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4.4.1 Preliminary discussion 

In Section 4.3.5, we have traced a parallel between the intertemporal CVaR 

approach and a representation of preferences using utility functions. Even though the 

equivalence between the two representations is subject to several caveats (as discussed in 

Section 4.3.3), this parallel enables a more direct comparison of this methodology and a 

classical utilitarian framework (as presented in Section 4.2). The defining feature of this 

interpretation is that the CVaR methodology implies that a piecewise linear 

transformation is iteratively applied to the total costs incurred at each period, such that 

the outcomes in periods far away in time are implicitly weighed in a more risk-averse 

fashion due to the accumulation of said piecewise linear transformations. 

By making further comparisons between the CVaR implementation and the 

formulation of risk-aversion principles introduced in Section 4.2, we seek to further 

understand the implications of adopting the intertemporal CVaR methodology for 

introducing risk-aversion to the system – as well as the implicit assumptions regarding 

the representative agent’s preferences that must be accepted if this choice of risk-aversion 

implementation is indeed optimal. The main objective of the following sub-sections is to 

explore these important elements, discussing the desirability of the intertemporal CVaR 

from a fundamental standpoint.  

4.4.2 A parallel with an utilitarian representation of preferences 

It is possible to trace a parallel between the CVaR approach and the representation 

of a utility function that uses different discount rates 𝑟𝑐 and 𝑟𝑑 for the thermal costs 

variable and the deficit costs variable respectively (as illustrated in Section 4.2.7). 

Assuming that 𝑟𝑑 < 𝑟𝑐, this type of problem representation implies that, the costs of 

deficit become increasingly larger relative to thermal operational costs when evaluating 

periods far away in the future. As a consequence, much like the intertemporal CVaR 

representation, this usage of a utility function results in a representation of preferences 

that becomes increasingly risk-averse when evaluating outcomes in later periods. 

Indeed, it is possible to describe this type of representation as an application of 

successive piecewise linear transformations to the objective function, in which the key 

parameters for this transformation are as follows: 
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 The threshold that represents the inflection point of this piecewise linear 

transformation is given by the “reference point” in which electricity deficit 

occurs, as assessed in Section 4.2.3. In contrast, as discussed in Section 4.3.2, 

the threshold for the intertemporal CVaR piecewise linear transformation is 

given by a certain percentile 𝛼 of scenarios.  

 The multiplier that represents the ratio between the two segments of the 

piecewise linear transformation is given by the ratio (1 + 𝑟𝑐) (1 + 𝑟𝑑)⁄  – 

representing that, for all intents and purposes, the cost of deficit in future 

periods rises relative to thermal costs according to this exponential rate. In 

contrast, as discussed in Section 4.3.2, the threshold for the intertemporal 

CVaR is obtained from the CVaR parameters as the ratio 

(1 − 𝜆 +
𝜆

𝛼
) (1 − 𝜆)⁄ . 

Despite these superficial similarities, there are important differences between the 

two representations, as highlighted in Figure 4-11. This Figure illustrates, for the 

intertemporal CVaR (left) and the utilitarian approach (right), how the effective weighing 

functions evolve for subsequent periods (each curve representing a separate period), after 

successively applying the piecewise linear transformations described above. For ease of 

comparison, it was assumed that the system parameters do not change over time (e.g. 

installed capacity and electricity demand), and it was assumed that the point in which 

deficit occurs (identified by a grey dotted line) exactly matches the threshold represented 

by the percentile 𝛼 = 0.5 of scenarios. As discussed in Section 4.3.5, this condition 

depends on the starting volume of the system’s reservoirs. 
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Figure 4-11: Equivalent utility function representation of preferences for an intertemporal CVaR 

implementation with 𝜶 = 𝟎. 𝟓 and 𝝀 = 𝟎. 𝟐𝟓 (left) and for an implementation of different discount rates using 

𝒓𝒄 = 𝟎. 𝟏𝟐 and 𝒓𝒅 = 𝟎. 𝟎𝟐 (right) 

A few important distinctions between the two representations become 

immediately apparent – most of which are related to the fact that the utilitarian 

representation consistently selects the same threshold point at each successive application 

of the piecewise linear transformation, whereas the intertemporal CVaR selects shifting 

thresholds that depend on the new probability distributions of outcomes. Among these 

differences, it is possible to highlight the following: 

 The utilitarian representation maintains the separation between thermal costs 

and costs of deficit for the purpose of addressing risk-aversion, whereas the 

CVaR representation does not. Reasons why the treatment of risk-aversion 

should be different in those two segments have been explored in Section 4.2. 

 Furthermore, compounding several piecewise linear transformations with 

different tipping points in the intertemporal CVaR methodology results in a 

smooth weighing function, as discussed in Section 4.3.5 – whereas in the 

utilitarian representation the piecewise linear nature of the weights is 

maintained13. 

 Another consideration is that the weighing function associated with the 

intertemporal CVaR rapidly becomes more concave during the first few years, 

but in later years there seems to be a convergence. In contrast, concavity of 

preferences in the utilitarian representation seems to rise slowly in the first 

                                                 
13 The effect of risk-aversion within the thermal costs segment and within the deficit cost segment, as 

discussed in Section 4.2.6, have been ignored for the purpose of this illustrative assessment. 
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few periods, but do not slowdown in later periods as the multiplier continues 

to rise exponentially. 

 In a loose sense, it is possible to suggest that the CVaR implementation results 

in more “risk-averse” behavior in general up to a certain point, and beyond 

that point the utilitarian representation becomes more risk-averse. The point 

in which this inversion happens depends on the relative magnitudes of the two 

multipliers. 

In the example above, the CVaR parameters were defined as equal to the official 

parameters used in Brazilian system operations (see Section 2.2.4), 𝛼 = 0.5 and 𝜆 = 0.25 

– which results in a multiplier of 1.67 for the CVaR. The discount rate applied to thermal 

costs 𝑟𝑐 was assumed to be 12% p.a., equal to the discount rate currently adopted in 

Brazilian system operations (see Section 2.4.5), whereas the discount rate 𝑟𝑑 was assumed 

to be equal to 2%, which likely represents an exaggerated lower bound (see Section 4.2.7) 

– resulting in a multiplier of ca. 1.1 for the utilitarian representation.  

However, the above comparison of magnitudes is valid for yearly timesteps, 

whereas in practice the Brazilian optimization models use monthly or weekly timesteps. 

In the utilitarian representation, the discount rate is adjusted to reflect the smaller passage 

of time – meaning that the multiplier of the piecewise linear transformation between two 

consecutive monthly periods would be reduced to a level closer to 1.01. However, the 

intertemporal CVaR methodology does not take this information into account when 

applying the successive piecewise linear transformations – implying that the multiplier 

would still be equal to 1.67 regardless of the timestep. Because of this behavior, 

implementing the intertemporal CVaR methodology in monthly or weekly timesteps 

typically results in objective functions that much more risk-averse than any “reasonable” 

utilitarian representation. 

4.4.3 Non-monotonicity in aversion to deficit events 

Because the CVaR methodology can be locally associated to a piecewise linear 

utility function (by analogy, as proposed in Section 4.3.2), an important property of this 

representation is that, within each of the two sets Ω1−𝛼 and Ω𝛼 of “upside” and 

“downside” scenarios respectively, the system operator’s objective function behaves as 

essentially risk-neutral. Furthermore, because the CVaR methodology determines the 
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relevant thresholds for introducing risk-aversion based solely on the percentiles of the 

probability distribution of outcomes, it makes no distinction between thermal costs and 

costs of deficit for the purpose of weighing different scenarios. Therefore, the system 

operator’s preferences can behave in certain strange ways – in which increasing the risk-

aversion parameters 𝛼 and 𝜆 won’t necessarily result in a more risk-averse operation of 

the system. 

To illustrate this behavior, we will use a simplified system in which there are only 

three possible outcomes:  

 One “upside” scenario, in which the system’s load is entirely met by hydro 

plants (thus avoiding expenses with thermal generation); 

 One “reference” scenario, in which the system load is met by a mix of thermal 

and hydro plants; 

 One “downside” scenario in which the system suffers an electricity deficit 

despite dispatching all thermal plants. 

For simplification, we assume that the “upside” and “downside” scenarios are 

perfectly calibrated in terms of the depth of the electricity deficit, such that a risk-neutral 

agent is indifferent between a 50/50 chance of either an upside or downside scenario or a 

reference scenario with certainty. Hereafter, we will represent the risk-neutral valuations 

of the upside, reference, and downside scenarios as 𝑠+ = +1, 𝑠0 = 0, and 𝑠− = −1. 

Now, we assume that the system operator can take either of multiple possible 

actions, which result in different probability distribution for the possible outcomes. Figure 

4-12 shows an example of a choice faced by the operator, in which for each actions there 

are four equally likely possible outcomes. It seems clear that a risk-neutral agent would 

select action A over action B – seeing that its expected value is 
−1+1+1+1

4
=

1

2
 as opposed 

to 
0+0+0+1

4
=

1

4
. However, because action A allows for the possibility of a deficit event 

materializing, it would be reasonable to expect that a sufficiently risk-averse agent would 

prefer action B over action A – and indeed, this is the case if risk aversion is represented 

in a utilitarian fashion. 
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Figure 4-12: Illustration of two possible actions for the system operator and their respective outcomes, as 

described above 

In the CVaR representation, however, the weighing of the scenarios depends on 

their relative position in the ranking of all possible outcomes, which means that this 

intuition is not always true. If the parameter 𝛼 of the CVaR is fixed at 50%, for example, 

it is easy to see that action A will always be preferred to action B regardless of the 

magnitude of the parameter 𝜆. For any other choice of parameter 𝛼, it is possible to 

construct a decision similar to the one shown in Figure 4-12 in which adjusting the 

parameter 𝜆 cannot possibly convince the system operator to take a more risk-averse 

action, reducing the likelihood of an extreme downside scenario. 

4.4.4 Consistency in decision making 

Due to the recursive nature of the intertemporal CVaR implementation, in 

principle this methodology can maintain temporal consistency in the system operator’s 

decisions between subsequent periods – as long as the representation of the electricity 

dispatch problem accurately represents all possible future branching points. However, 

this is an extremely strong assumption, seeing that the Brazilian optimization models used 

in electricity dispatch problems typically do not incorporate many sources of uncertainty 

that affect the system in practice – such as fuel price and demand fluctuations. 

Furthermore, the optimization problems do not represent any other possible actions that 

could be taken by the system operator to mitigate risks, other than the dispatch of the 

system’s generation plants. 

An important possible action that the system operator could take in principle is to 

buy securities and conditional contracts, effective reallocating the underlying risk in the 

system – a topic that has been addressed in Section 3.3. In general, it is possible for any 
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agent in the system to sign a contract agreeing to compensate the consumers14 in case a 

downside scenario materializes; and from the consumers’ point of view it doesn’t matter 

whether they are shielded from risk in this manner or due to more conservative system 

operations – especially in the case of thermal costs, since as discussed in Section 4.2.1 

they represent a purely financial downside. As discussed in Section 3.3.5, the objective 

function of the representative agent as input to the electricity dispatch problem should 

normally represent social preferences in a context in which risk is already optimally 

allocated among all agents in the system – however, the extremely risk-averse behavior 

implied by the intertemporal CVaR methodology (as described in Section 4.4.2) suggests 

that it may be worthwhile to revisit this assumption. 

Using the same simplified scenarios from Section 4.4.3, we will assume that only 

the “upside” and “reference” scenarios indeed materialize (i.e the probability of deficit is 

negligible) and we observe how an insurer could profit by offering to compensate 

consumers for a downside event – assuming that the same criteria used to operate the 

system would be used to decide whether or not to purchase insurance. 

As illustrated in Figure 4-13, given a scenario in which there is a 50/50 chance of 

the outcome in the following period to be either an upside or a reference scenario. Using 

the intertemporal CVaR with parameters 𝛼 = 0.5 and 𝜆 = 0.25 to represent the 

consumer’s preferences, they would be willing to accept a certain outcome of 0.375 rather 

than a 50/50 chance of zero or one – which implies that, operating only one month ahead, 

an insurance company could make a profit corresponding to 0.125 monetary units on 

average. 

 

Figure 4-13: Illustration of a reference scenario (“No Insurance”) involving uncertain outcomes one period 

ahead and an “Insured” risk-free scenario, calibrated such that the system operator using an intertemporal 

CVaR implementation with 𝜶 = 𝟎. 𝟓 and 𝝀 = 𝟎. 𝟐𝟓 is indifferent between the two alteratives 

                                                 
14 Assuming that the system operator is making decisions on their behalf 



 

                                                                                                                                                                                                                                                                    

104 

 

Granted, it is possible that there are no insurers interested in this business, seeing 

that the downside scenario corresponding to a loss of 0.375 monetary units could be too 

extreme. However, given that the system operator would receive a comparable marginal 

benefit by insuring only a fraction if the financial downsides, it seems unlikely that the 

country’s insurance market has nothing to offer in this regard at all. 

Furthermore, because the CVaR results in an increasingly risk-averse 

representation of preferences (as seen in Section 4.3.4), risk-averse insurers can increase 

their profits and reduce the likelihood of failure by selling insurance in periods further 

removed in time. Figure 4-14 illustrates how the insurance company can make an average 

profit of 0.141 monetary units, with a 75% chance of turning in a profit – and having the 

option to cutting back on its losses by purchasing additional financial products in case the 

𝑌1
− downside scenario materializes in the intermediate period. 

 

Figure 4-14: Illustration of a reference scenario (“No Insurance”) involving uncertain outcomes two periods 

ahead and an “Insured” risk-free scenario, calibrated such that the system operator using an intertemporal 

CVaR implementation with 𝜶 = 𝟎. 𝟓 and 𝝀 = 𝟎. 𝟐𝟓 is indifferent between the two alteratives 

4.4.5 Conclusions 

The previous Sections have discussed situations in which the intertemporal CVaR 

representation of preferences may lead to undesirable behavior of the objective function 

– a topic that will be further addressed with the numerical simulations presented in 

Chapter 5. These practical concerns are compounded with a more fundamental concern 

regarding to what extent the CVaR implementation is justifiable in a macroeconomic 

context – the alternative framework that has been built from the ground up in Section 4.2 

according to these underlying conditions bears little resemblance with the CVaR. 

Consequently, we understand that the usefulness, efficiency and applicability of this 

methodology for the Brazilian electricity dispatch problem should be more thoroughly 

questioned going forward. 
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Perhaps the most reasonable justification for maintaining the usage of the 

intertemporal CVaR in Brazilian system dispatch is that it could serve as a proxy to 

substitute certain aspects of modeling that are not fully taken into account in the present 

system representation. In [51], for example, concerns have been raised regarding the 

quality of the representation of certain important system parameters, such as those 

involving hydro inflows and hydro plants’ productivities; and the CVaR could be playing 

a role in reducing these distortions. This very pragmatic justification could suggest that 

the Brazilian system would be subject to even greater distortions in the absence of the 

CVaR implementation. 

However, a wide range of different risk-aversion methodologies could be used to 

this same end – which justifies evaluating those methodologies according to their own 

merits, especially if there is a chance that they will be perpetuated in the system 

representation. Furthermore, it is relevant to highlight that, in order to address whether a 

risk aversion methodology can serve as a proxy to correct for distortions in the modeling 

assumptions, it would be necessary to carry out detailed system simulations adjusting the 

input parameters – an entirely different approach, as seen for example in [49][50]. 

However, as described in Section 2.5, the official assessment of risk aversion 

implementations in Brazil has relied on detailed simulations of the Brazilian system 

(using the official parameters as inputs) as the main method to assess the efficiency of the 

various alternatives. 
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5 CASE STUDY AND SIMULATIONS 

5.1 Objective 

The shape of the representative consumer’s preferences for the purpose of the 

hydrothermal dispatch problem is determined jointly by (i) the cost of deficit, which 

represents the baseline tradeoff between incurring financial costs and having energy 

curtailed; (ii) the discount rate, which represent the baseline tradeoff between costs 

incurred in one period and the next; and (iii) the risk-aversion parameters, which 

introduces additional nuances and potential tradeoffs that go beyond these baseline 

parameters. All of these “pillars” of the dispatch problem’s objective function have 

recently been the object of scrutiny in Brazil – as described in Section 2.2.4 for risk-

aversion methodologies, Section 2.4.4 for the cost of deficit, and Section 2.4.5 for the 

discount rate. However, very little effort has been made on the possibility of jointly 

optimizing these various parameters, resulting in a coherent representation of preferences 

that achieves the level of conservativeness in system operations that is desired by 

Brazilian policymakers – although a first evaluation of the interaction between the 

discount rate and the cost of deficit in the Brazilian system has been presented in [42]. 

In this Chapter, we seek to expand on the work from [42], evaluating the effects 

of further exploring this space of potential policies and comparing these results with the 

official implementation of the intertemporal CVaR with 𝛼 = 0.5 and 𝜆 = 0.25, when 

applied to the Brazilian system. A distinction between this work and the previous one 

involves the development presented in Section 4.2, in which an alternative methodology 

for introducing risk aversion to the system operator’s objective function has been 

proposed, constructed from the top down and grounded on macroeconomic principles. 

This representation of risk-aversion involves essentially three parameters: one 

intertemporal risk-aversion parameter, as discussed in Section 4.2.7; and separate risk 

aversion parameters for thermal costs and costs of deficit, as described in Section 4.2.6. 

As also described in Section 4.2.6, the effect of introducing risk-aversion in the 

thermal cost variable tends to be negligible, seeing that, from the representative 

consumer’s point of view, thermal costs tend to be exceedingly small with respect to 

GDP. Because of this property, we will not evaluate the effect of introducing risk-aversion 
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on the thermal cost variable, following the assumption that the agent behaves as 

essentially risk-neutral when evaluating thermal cost outcomes – focusing on the other 

two aforementioned components of risk-aversion. 

5.2 Assessment methodology 

In this Section, we describe the methodology and underlying assumptions used in 

our simulations of the Brazilian system. The proposed representation was the same for all 

different objective functions evaluated, thus allowing for a fair assessment of the impact 

of the system operator’s preferences in the long-term system outcomes. 

5.2.1 Inputs and solution strategy 

We have used for this analysis the database made available by the Brazilian 

system operator (available at www.ons.org.br) for the Monthly Operational Program 

(PMO) for October 2012 – which corresponds to the same case used in the official 

assessment of risk aversion methodologies by Brazilian policymakers [15], as described 

in Section 2.5.  

The widely recognized SDDP commercial software, developed by PSR, has been 

used for the computer simulations [103]. Because SDDP uses the same stochastic dual 

dynamic programming algorithm as the official model NEWAVE used in Brazilian 

system operations, the model’s outputs should be reasonably compatible, although 

numerical inaccuracies and slight differences in implementation may result in small 

differences in the outcome. In order to make sure that the results are comparable, the 

PMO was simulated in SDDP and the results of average thermal costs and average costs 

of deficit from this simulation were compared to the results from the NEWAVE 

simulation presented in [15]. This comparison is shown in Figure 5-1. Two relevant cases 

were evaluated: the risk-neutral case and the intertemporal CVaR with 𝛼 = 0.5 and 𝜆 =

0.25, highlighted by blue and red connected circles respectively. As it can be seen from 

Figure 5-1, in both cases the SDDP simulation resulted in a slightly better outcome than 

the NEWAVE simulation (i.e. lower thermal costs and lower costs of deficit) – however, 

the relative positioning of the risk-neutral and CVaR simulations changed very little, 

showing that the SDDP simulations can indeed be used to assess the effect of introducing 

risk-aversion methodologies in the NEWAVE runs. 
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Figure 5-1: Tradeoff between the (average) cost of deficit and the (average) operational costs of thermal 

generation from the Monthy Operational Plan (PMO) from October 2012. The results of the risk-neutral 

simulation run in SDDP and NEWAVE respectively are highlighted in blue, whereas the results of the CVaR 

simulation with 𝜶 = 𝟎. 𝟓 and 𝝀 = 𝟎. 𝟐𝟓 are highlighted in red. Adapted from [15]. 

5.2.2 Static simulation for a time-invariant assessment 

The October 2012 PMO has detailed input data for years 2012 to 2016, which 

allows for a dynamic system simulation to be carried out, assessing how reservoir levels 

evolve over time under these conditions. However, in order to assess how the choice of 

parameters affects the system operations in a timeless manner, we convert the October 

2012 PMO’s dynamic configuration into a static configuration, taking the demand from 

the last year in the configuration (2016) as a baseline to be repeated in all subsequent 

years; and similarly taking the available capacity in the system in January 2016 as a fixed 

quantity to be used in all years of the static simulation. By ensuring that the same system 

configuration is repeated year after year, after only a few years of iteratively running the 

system optimization the system can be said to achieve a steady state of sorts, such that 

the probability distribution of outcomes for certain key descriptor variables of the system 

barely changes from one iteration to the next.  

Following the standard procedure for static system simulations used in Brazil, we 

ignore the first four years of the simulation (in which results tend to be influenced by the 

starting conditions) and we verify, starting from the fifth year, whether a steady state has 

been achieved. For the risk-neutral case, for example, Figure 5-2 illustrates how the 

cumulative probability distribution functions for some important variables have evolved 

between year 5 and year 6. The results seem to overlap rather well, indicating that it is 

reasonable to assume that the system has achieved a steady state (such that the probability 

distribution of outcomes is identical on each subsequent year). 
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Figure 5-2: Cumulative probability distributions for the Base Case simulation runs, comparing results for year 

5 and year 6 of the simulation 

The four variables highlighted in Figure 5-2 will be used as the chief indicators 

for our assessment of results. Note that, except for stored energy, all other three have been 

represented in a logarithmic scale, in order to facilitate visualization of results (seeing that 

the possible outcomes tend to span a wide range of possible values). These four key 

variables are defined as follows: 

 Stored energy is a metric that represents the aggregate amount of water stored 

on all the reservoirs in the Brazilian system, in the beginning of January of the 

simulation year. In order to convert the water stored in each reservoir (in 

million cubic meters) into an energy quantity (in TWh), the aggregate 

productivity factors (in MW/m3/s) for all hydro plants located downstream 

from that reservoir is used as a conversion factor. 

 Cost of deficit is a self-explanatory metric, which takes into account all deficit 

events occurring during the entire simulation year and in any of Brazil’s 

systems, valued according to the four-tiered cost of deficit function valid for 

the October 2012 PMO (see Section 2.4.3) in order to obtain a currency 

amount. 
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 Thermal operative cost is again self-explanatory, involving simply 

aggregating all variable costs incurred during the entire year when operating 

the system according to the optimization model (fuel costs plus operation and 

maintenance – O&M). 

 Marginal cost of demand reflects the probability distribution for the marginal 

cost, another output of the model simulations that has been assessed in Section 

2.2.2 – taking the average for the entire year and for all Brazilian submarkets 

in proportion to their yearly electricity demand. This quantity is connected to 

the price signals for new capacity additions, and (as shown in in Figure 5-2) it 

tends to be the most volatile of the four variables, spanning several orders of 

magnitude. 

5.3 Results 

Using the framework described in Section 5.2, multiple simulations of the 

Brazilian system were carried out, exploring the effect of altering the parameters of the 

objective function according to the principles deduced in Section 4.2 and contrasting 

these results with the official intertemporal CVaR representation. 

5.3.1 Contrast between the risk-neutral and official CVaR 

implementations  

A first assessment to be carried out is to compare the results of the risk-neutral 

simulation with the simulation using the intertemporal CVaR methodology with the 

official parameters 𝛼 = 0.5 and 𝜆 = 0.25 (hereafter referred to simply as “CVaR”). It is 

to be expected that the greater degree of risk-aversion implied by the official CVaR 

parameters will result in predictable shifts in the four metrics introduced in Section 5.2.2. 

Indeed, as a consequence of the more conservative system operations in the official CVaR 

simulation, it is reasonable to expect that the stored energy, thermal costs, and marginal 

costs would all be higher on average, whereas the cost of deficit would be lower on 

average. The simulation results confirm this expectation, as illustrated in Table 5-1. 
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Table 5-1: Average outcomes of four reference metrics, comparing the risk-neutral and CVaR simulations 

Variable Unit 
Risk-neutral 

simulation 

Official CVaR 

implementation 

Stored energy TWh at Jan 1st 143.8 164.4 

Cost of deficit R$ billion/year 0.79 0.22 

Thermal cost R$ billion/year 6.05 6.67 

Marginal cost R$/MWh 114.2 124.1 
 
Although this result observing only the aggregate quantity is not surprising, 

further insights on the relationships between the two runs can be gathered by assessing 

the probability distributions of outcomes. Figure 5-3 illustrates the cumulative probability 

distribution functions for the two simulations, which allows one to assess, for a given 

“target” level of storage, what is the probability that the outcome of the market simulation 

will result in a result that is equal to or lower than this “target”. For example, for a target 

storage volume of 150 TWh, there is a 47% chance that a scenario in the risk-neutral case 

will fall short of the target, whereas in the CVaR case this percentage falls to only around 

24%. 

It can be seen from Figure 5-3 that the entire curve that represents the outcomes 

of the intertemporal CVaR methodology is above the curve representing the risk-neutral 

implementation – which implies that, for any target storage level, the probability that the 

simulation will result in an outcome lower than the target is always higher (or equal) in 

the risk-neutral case compared to the CVaR case. We describe this relationship as a 

monotone shift in the probability distribution of outcomes when the CVaR methodology 

is introduced, relative to the risk-neutral case – which means that the CVaR 

implementation results in an increase in the likelihood of high-storage outcomes relative 

to low-storage outcomes. As we will see later on, there are circumstances in which the 

relationship between the two probability distributions is more nuanced.  
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Figure 5-3: Cumulative probability distributions for the Stored Energy variable, comparing the Base Case and 

official CVaR simulation runs 

As shown in Figure 5-4, introducing the intertemporal CVaR also results in a 

monotone decrease in the probability of electricity deficits of any depth. Despite the 

logarithmic scale, the curves are nearly vertical for deficits below R$ 1 billion in a year, 

which implies that the probability of a deficit higher than zero is around 4.1% for the risk-

neutral simulation and around 1.3% for the official CVaR implementation. The monotone 

property means that it is possible to select any threshold for the deficit and the CVaR will 

always end up ahead: for example, there is a probability of around 1.3% that the risk-

neutral simulation will result in a deficit higher than R$ 16 billion, whereas the official 

CVaR simulation results in a risk of only 0.6% – as seen in Figure 5-4. 

 

Figure 5-4: Cumulative probability distributions for the Cost of Deficit variable, comparing the Base Case and 

official CVaR simulation runs 
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A more nuanced relationship, however, is illustrated in Figure 5-5 for the thermal 

operative cost. Rather than showing a monotone relationship between the two probability 

distribution functions as addressed in the two variables addressed previously, Figure 5-5 

shows that, relative to the risk-neutral implementation, the intertemporal CVaR implies 

an increase in the likelihood of higher thermal cost outcomes up to around R$ 12 billion 

per annum materializing; but a decrease in the likelihood of higher thermal cost above 

that threshold. For example, the probability that thermal costs will be higher than R$ 6 

billion per year increases from 27% in the risk-neutral case to 37% in the CVaR case – 

however, at the same time the probability that thermal costs will be higher than R$ 18 

billion per year falls from 4.5% in the risk-neutral case to 3% in the CVaR case. 

This type of behavior is compatible with a representation of preferences that is 

averse to downside scenarios in the thermal costs variable – and, as addressed in Section 

4.3.2, indeed the representation of risk-aversion implied by the CVaR does not distinguish 

between thermal costs and deficit costs when assessing downsides. In principle, it is 

possible to argue that the intertemporal CVaR simply does not need to dispatch expensive 

thermal plants as often, seeing that (as seen in the previous Figures) it already tends to 

result in higher storage levels and lower costs of deficit. On the other hand, it is interesting 

to point out that periods in which thermal costs are high are precisely the ones in which 

the possibility of deficit looms closer – and that, if taken too far, the risk-aversion implied 

by the CVaR methodology could result in an increase in the risk of a deficit event 

materializing. 

 

Figure 5-5: Cumulative probability distributions for the Thermal Operational Cost variable, comparing the 

Base Case and official CVaR simulation runs 
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Like thermal costs, the marginal cost of demand also shows a reversal in behavior, 

as illustrated in Figure 5-6. For marginal costs up to a threshold of ca. 280 R$/MWh, the 

intertemporal CVaR tends to increase the likelihood of higher marginal costs 

materializing; while above that threshold the opposite occurs. Therefore, the 

intertemporal CVaR increases the likelihood that the average marginal cost outcome will 

be higher than 100 R$/MWh from 33% to 42%; but decreases the likelihood that this 

outcomes will be higher than 500 R$/MWh from 2.7% to 1.4%. 

As discussed in Section 2.2.2, there is an intimate relationship between the 

marginal cost of system operations and the propensity to invest in system expansion – in 

which the agents would be willing to purchase new power plants as long as the levelized 

costs of the new entrants are lower than the system’s expected marginal price. Because 

the official CVaR has a higher marginal cost of energy on average, as shown in Table 

5-1, it follows that the CVaR may lead to a greater amount of capacity additions compared 

to the risk-neutral case. However, it is interesting to note that, due to the behavior of the 

probability distribution function shown in Figure 5-6, the extreme downside scenarios 

actually contribute negatively to this increase in the average marginal price of the CVaR 

simulation relative to the risk-neutral simulation. As a consequence, the system operator 

becomes less willing to make investments that would only help in extreme downside 

events, but more willing to make investments that would only help in upside events; 

relative to the risk-neutral case. 

 

Figure 5-6: Cumulative probability distributions for the Marginal Cost of Demand variable, comparing the 

Base Case and official CVaR simulation runs 
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5.3.2 Introducing risk-aversion multipliers 

The next step in our assessment is to carry out new simulations using risk-aversion 

multipliers, as described in Section 5.1. This type of implementation is not directly 

connected to the risk-aversion framework developed in Section 4.2 – however, it 

represents one of the most straightforward ways of directly adjusting the tradeoff between 

thermal costs and costs of deficit. Given that the key metric used to assess the efficacy of 

candidate risk-aversion methodologies reflects this tradeoff (as seen in Section 2.5.1), this 

is likely an important component to be addressed. 

To this end, we carried out four additional simulations, starting from the baseline 

represented by the risk-neutral case and covering a wide range of potential risk-aversion 

multipliers, ranging from 2 to 15. The average results from these simulations, in terms of 

the four reference metrics chosen, are shown in Table 5-2; and the cumulative probability 

distribution functions contrasting these results with the risk-neutral and official 

intertemporal CVaR simulations are shown in Figure 5-7 through Figure 5-10. 

Table 5-2: Average outcomes of four reference metrics, comparing the outcomes for various multipliers 

Variable Unit 
Multipliers 

2 4 8 15 

Stored energy TWh at Jan 1st 147.7 149.2 153.2 155.5 

Cost of deficit R$ billion/year 0.45 0.31 0.21 0.15 

Thermal cost R$ billion/year 6.15 6.38 6.67 6.90 

Marginal cost R$/MWh 126.9 150.5 185.9 220.3 
 
Figure 5-7 illustrates that, as the risk-aversion multiplier increases, the probability 

of extremely low reservoir storage levels gradually decreases in a monotone fashion. 

However, the probability distribution of higher storage levels (the top 40% of all 

scenarios) remains nearly unchanged, as the impacts of the cost of deficit in those upside 

scenarios becomes very small. This result is in extreme contrast with the intertemporal 

CVaR simulations, which suggest maintaining reservoir levels at much higher levels – 

resulting in an operation that is even more conservative than implementing a multiplier 

of 15 to the cost of deficit. Maintaining such a high storage level tends to be costly, as 

more thermal plants need to be dispatched to fill up hydro reservoirs – therefore, in order 

to be justified, this higher reservoir level should translate into a greater system 
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performance in terms of thermal costs and costs of deficit. This condition will be 

evaluated next. 

 

Figure 5-7: Cumulative probability distributions for the Stored Energy variable, comparing multiple 

simulation runs involving different risk-aversion multipliers 

Figure 5-8 illustrates a similar comparison for the cost of deficit function, which 

once again show a monotone behavior as the multiplier is increased for the risk-neutral 

case. Even though when compared to the risk-neutral approach the CVaR indeed 

represented a monotone reduction in the cost of deficit (as discussed in Section 5.3.1), 

comparing the CVaR results with the simulations involving a higher multiplier shows a 

more nuanced picture. For example, the likelihood that a deficit greater than zero will 

materialize in the CVaR simulation is comparable to the result of the simulation with a 

multiplier equal to 4; but the likelihood that a cost of deficit greater than R$ 8 billion will 

materialize using the CVaR is lower, closer to the result of the simulation with a multiplier 

equal to 8. This result is compatible with the idea that the intertemporal CVaR 

methodology introduces risk-aversion in the cost of deficit variable – which would lead 

the system operator to be more averse to deep load cuts (multiplier 8) than it is to less 

severe rationing events (multiplier 4). 
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Figure 5-8: Cumulative probability distributions for the Cost of Deficit variable, comparing multiple 

simulation runs involving different risk-aversion multipliers 

Addressing the behavior of the thermal operative cost variable, it is interesting to 

note that increasing the risk-aversion multiplier tends to shift this probability distribution 

in a monotone manner, as illustrated in Figure 5-9. Notably, there is a stark contrast 

between the shapes of the probability distribution functions associated to the CVaR and 

to the risk-aversion multipliers – a phenomenon that had already been described in 

Section 5.3.1, but which seems to become more noticeable with the representation of the 

additional curves.  

 

Figure 5-9: Cumulative probability distributions for the Thermal operational costs variable, comparing 

multiple simulation runs involving different risk-aversion multipliers 

Finally, Figure 5-10 shows the behavior of the cumulative probability distribution 

functions for the marginal cost of demand. Much like in the case of thermal operation 
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costs, the marginal cost of demand seems to evolve in a monotone fashion as the risk-

aversion multiplier is increased; and the shape of this family of functions contrasts 

strongly with the shape associated with the CVaR implementation. 

 

Figure 5-10: Cumulative probability distributions for the Marginal Cost of Demand variable, comparing 

multiple simulation runs involving different risk-aversion multipliers 

5.3.3 Parallel between risk-aversion multipliers and the CVaR 

implementation 

Figure 5-11 shows in a schematic fashion one way of summarizing the results 

from Sections 5.3.1 and 5.3.2, using a similar graphical representation as the one adopted 

in the official studies that assessed the performance of risk-aversion methodologies for 

the Brazilian system (see Section 2.5.1). It can be seen that, using only the average cost 

of deficit and average thermal costs as indicators, the CVaR implementation seems to 

result in a tradeoff between the cost of deficit and thermal costs that is almost identical to 

the one obtained when using a risk-aversion multiplier equal to 8. 
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Figure 5-11: Tradeoff between the (average) cost of deficit and the (average) operational costs of thermal 

generation obtained from SDDP simulations for various risk-aversion multipliers (in red) and for the official  

illustrates intertemporal CVaR implementation (in gray). 

Even though this is evidently a rough approximation that does not take into 

account the nuances of the probability distribution functions that have been described in 

detail in Section 5.3.2, it is a useful parallel that illustrates some implications of the CVaR 

implementation. In particular, it suggests that if we hope to obtain the same results of the 

intertemporal CVaR implementation while staying true to a utilitarian representation of 

preferences (as developed in Section 4.2), the cost of deficit that would need to be input 

to the system simulations would be nearly eight times as high as the one currently 

represented15. 

Using very large multipliers for the cost of deficit, however, is also problematic 

from a utilitarian standpoint, seeing that the relationship between GDP, electricity 

consumption, and the elasticity of electricity demand relative to GDP dictates a 

benchmark for the cost of deficit – as indicated in Section 4.2.2. In 2012, Brazilian GDP 

was equal to 4,392 billion Brazilian reais, and electricity consumption was equal to 552.5 

TWh; resulting in a ratio of 7950 BRL/MWh. In contrast, adopting a multiplier equal to 

8 would result in the first tier of load curtailment being valued at 9650 BRL/MWh, 

becoming even higher in subsequent tiers. 

Another topic that is not fully addressed by the summarized representation from 

Figure 5-11 is the very distinct treatment of other important variables for the system 

                                                 
15 The introduction of other risk-aversion parameters such as the intertemporal parameter and a multiplier 

associated with the depth of the electricity deficit could result in some adjustments in this risk-aversion 

multiplier – however, as addressed in Section 4.4.2, the utilitarian risk-aversion implementations tend to 

be much less impactful compared to the CVaR implementations. 
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optimization. In particular, as observed in Section 5.3.2, the storage volume outcomes in 

the CVaR case are substantially higher than the outcomes observed in any of the 

simulations involving risk-aversion multipliers – which means that, starting from a low 

storage level, the CVaR implementation would require a greater amount of thermal 

resources to be expended in bringing the reservoir levels up to this higher target. 

Another important distinction is in the average marginal cost of electricity 

demand, as illustrated in Figure 5-12. The CVaR methodology has resulted in low 

marginal costs of electricity demand on average, especially when compared to the 

simulation with a multiplier 𝑚 = 8 which showed similar results in terms of thermal costs 

and costs of deficit. The higher marginal cost of electricity in the simulation with a risk-

aversion multiplier 𝑚 = 8 implies a higher propensity for investing in new capacity 

additions relative to the CVaR approach. This likely implies that, if system expansion 

were optimized such that supply and demand were balanced, higher capacity additions 

would offset the thermal costs and costs of deficit from the risk-aversion multiplier case, 

resulting in greater discrepancies between this result and the one obtained from the 

intertemporal CVaR. 

 

Figure 5-12: Average marginal cost of electricity demand for the CVaR simulation and the various simulations 

involving risk-aversion multipliers 

5.3.4 Risk-aversion to the depth of the electricity deficit 

As discussed in Section 5.1, one important element of the utilitarian formulation 

of risk-aversion (as presented in Section 4.2.6) is the risk-aversion multiplier applied to 
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the cost of deficit function – a parameter that represents that deficit events ought to be 

penalized more strongly when a larger percentage of the load is cut. 

In general, representing agents’ aversion to high-depth of electricity deficits in 

this manner will have a net effect that is very similar to the effect of introducing a multi-

tiered cost of deficit function as opposed to a single-tiered one (see Section 2.4.1), in the 

sense that the likelihood of low-depth rationing events likely increases in order to reduce 

the likelihood and/or magnitude of more extreme events. Despite the similar treatment, 

on a conceptual level the multi-tiered cost of deficit and the risk-aversion multiplier 

represent very different phenomena. A multi-tiered cost of deficit, for example, chiefly 

seeks to represent how load curtailments vary by economic sector, whereas the risk-

aversion component seeks to represent how load curtailments vary according to the depth 

of the electricity deficit (for each individual economic sector). This relationship between 

these two effects is illustrated in Figure 5-13. 

 

Figure 5-13: Representation of single-tiered (left) and multi-tiered (right) cost of deficit functions, in which the 

effect of introducing risk-aversion in the cost of deficit function is represented by dotted lines 

As addressed in Section 5.3.2, comparing the probability distribution of cost of 

deficit outcomes in the CVaR case with the outcomes calculated using risk-aversion 

multipliers seems to indicate that the CVaR implementation does show some degree of 

risk aversion in the deficit cost variable. Ultimately, however, the magnitude of the 

multiplier that could be introduced in this manner would normally be small, as dictated 

by the properties of the macroeconomic preference function (see Section 4.2.6). Taking 

into account the comparatively very large risk-aversion multipliers identified in Section 

5.3.2, it becomes even more difficult for the parameter associated with aversion to the 

depth of electricity deficits to have a meaningful impact on the system optimization. For 

this reason, this modification was not evaluated in detail for the present study. 
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For a more thorough assessment of the problem of introducing risk-aversion on 

the cost of deficit variable, we direct the reader to the work of [19][20]. In those analyses, 

a representation of risk-aversion was proposed in which a piecewise linear transformation 

is applied to the cost of deficit variable, emulating the representation suggested by the 

utilitarian formulations. 

5.3.5 Introducing time preference effects 

As discussed in Section 4.2.7, another way of introducing risk-aversion to the cost 

of deficit variable that is compatible with the utilitarian representation of preferences is 

by adopting a different discount rate to value costs of deficit compared to purely financial 

thermal costs – a principle that would be emulated with the introduction of a gradually 

increasing cost of deficit function for the optimization dispatch problem. Intuitively, this 

representation would suggest that, whereas thermal costs incurred one year from now 

should be discounted with a time-preference rate of 12% (as currently adopted in the 

Brazilian system operations – see Section 2.4.5), costs of deficit could potentially be 

discounted at a lower rate. The underlying principle is that, as the country develops and 

consumers become richer, energy curtailments would affect them more strongly (many 

of their consumption goods rely on a firm supply of electricity) – which suggests that the 

cost of deficit should increase. 

Unfortunately, one difficulty of attempting to represent a static simulation 

according to this representation of preferences is that the objective function becomes 

inherently dynamic – seeing that the tradeoff between thermal costs and costs of deficit 

must change from one year to the next, it is not possible to represent an unchanging set 

of parameters which would characterize the static simulations. Indeed, the best way to 

emulate the system operator’s actions under this framework would be to adopt the 

following algorithm: 

1. For each period, the system operator’s operating policy is calculated assuming 

a cost of deficit equal to the “baseline” (given by the risk-neutral 

representation or any relevant multiplier adopted) for that period, increasing 

at an exponential rate for all subsequent periods; 

2. The system is simulated using that operative policy, resulting in a new set of 

starting volumes and inflows for the subsequent period; 
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3. Using the new volumes, repeat step one for the subsequent period. 

In principle, it would be possible to simplify this procedure by re-running the 

simulation once per N periods rather than once per period (e.g. yearly reassessments of 

the level of the cost of deficit rather than monthly ones), as long as the growth rate of the 

cost of deficit function is not too large – although this could introduce some noise that 

would be compounded with the iterated optimization problems. Indeed, in order to obtain 

results that are compatible with the simulations presented in Sections 5.3.1 and 5.3.2, each 

of these single-period simulations ought to be modeled in as much detail as the 

simulations carried out for the entire horizon using a single discount rate – which results 

in a very computationally intensive procedure.  

As a compromise, we propose to identify a proxy to this representation of 

preferences by simply revising the discount rate as a whole, rather than attempting to 

emulate different discount rates for the thermal cost and the cost of deficit. We expect 

this procedure to underestimate costs of thermal operations and overestimate costs of 

deficit, when compared to the detailed algorithm described above – seeing that by its very 

nature the procedure involving different discount rates tends to give greater weight to 

potential deficit events occurring in the far future. 

The results of this assessment are shown in Figure 5-14 – in which, for simplicity, 

we have only represented the simulation results for the more extreme assumption 

according to which the discount rate is reduced to zero. It seems unlikely that the discount 

rate would fall to negative levels (since in this case costs incurred in the future would be 

valued more highly than costs incurred in the present), and therefore the simulations with 

𝑟 = 0% represent a useful lower bound for the effect of changing the discount rate. 

A conclusion that can be drawn from Figure 5-14 is that reducing the discount rate 

from 12% to zero seems to result in a decrease in the costs of deficit and an increase in 

thermal operational costs on average, having a net effect that is similar to increasing the 

cost of deficit. The effect of changing time preferences in this manner, however, is 

relatively small; and seems to be even smaller for higher multipliers – so that the CVaR 

methodology remains closest to the point representing the multiplier equal to 8 in the 

curve involving a discount rate of zero. These results are compatible to the ones presented 

in [42], which carried out a similar analysis assessing the interaction between the discount 

rate and the cost of deficit. 
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Figure 5-14: Tradeoff between the (average) cost of deficit and the (average) operational costs of thermal 

generation obtained from SDDP simulations for various risk-aversion multipliers and discount rates (in red 

and blue) and for the official  illustrates intertemporal CVaR implementation (in gray). 

The monotone shifts in the cumulative distribution functions that are obtained as 

the discount rate is decreased from 12% to 0% are illustrated in Figure 5-15 through 

Figure 5-18, for the risk-neutral case and for a multiplier equal to 15. In most cases, the 

two curves are almost indistinguishable in the case with a multiplier 𝑚 = 15, as the effect 

of reducing the discount rate is much smaller (a phenomenon already identifiable from 

Figure 5-14). 

 

Figure 5-15: Cumulative probability distributions for the Stored Energy variable, comparing multiple 

simulation runs involving different risk-aversion multipliers and different discount rates 
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Figure 5-16: Cumulative probability distributions for the Cost of Deficit variable, comparing multiple 

simulation runs involving different risk-aversion multipliers and different discount rates 

 

Figure 5-17: Cumulative probability distributions for the Thermal operational costs variable, comparing 

multiple simulation runs involving different risk-aversion multipliers and different discount rates 

 

Figure 5-18: Cumulative probability distributions for the Marginal Cost of Demand variable, comparing 

multiple simulation runs involving different risk-aversion multipliers and different discount rates 

In terms of the average marginal cost of system operations, it is interesting to note 

that reducing the discount rate from 12% to 0% resulted in an increase in the marginal 

cost of demand for the risk-neutral case in which the multiplier is equal to one (albeit a 

minor one), while for all higher multipliers reducing the discount rate resulted in a 

corresponding reduction in the marginal cost. However, once again these effects are fairly 

minor, and they do not affect the conclusion, for example, that the marginal costs 
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associated with the CVaR methodology are substantially lower than the marginal costs 

associated with adopting a multiplier 𝑚 = 8 (as described in Section 5.3.3). 

 

Figure 5-19: Average marginal cost of electricity demand for the CVaR simulation and the various simulations 

involving risk-aversion multipliers, for two different discount rates 

5.4 Discussion 

The detailed simulations carried out in this Chapter seek to trace a parallel 

between the CVaR implementation of risk preferences and an implementation that is 

consistent with a set of utilitarian preferences for the system operator, as discussed in 

Section 4.2. Assuming that the outcome of the intertemporal CVaR implementation is 

seen as desirable by Brazilian policymakers, we have explored how the parameters of a 

utilitarian representation of preferences could be adjusted in order to best approximate 

these results – and ultimately, we discuss whether this new utilitarian parametrization is 

indeed reasonable and desirable from a system’s standpoint. Seeing that it can be difficult 

to obtain an intuitive understanding of the tradeoffs implied by the intertemporal CVaR 

representation (see Section 4.3), the utilitarian framework can offer some further insight 

on these implicit underlying principles. 

An important consideration is that the representation of risk-aversion implied by 

the CVaR methodology is much more extreme than the representation of risk-aversion 

that could be derived from utilitarian principles, given “reasonable” assumptions for some 

key macroeconomic parameters – a principle that had already been highlighted in 

Sections 4.2.8 and 4.4.2. As a consequence, fine-tuning the representation of risk-
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aversion in a utilitarian sense using the principles introduced in Section 4.2 tends to have 

a relatively minor effect in the ultimate results – as illustrated by the assessments of 

intertemporal risk-aversion presented in Section 5.3.5. 

As a consequence, the key parameter used in our assessment to relate the CVaR 

approach to a utilitarian approach was the representation of a risk-aversion multiplier 

applied to the costs of deficit – thus directly affecting the tradeoff between thermal costs 

and costs of deficit. A parallel was traced between the CVaR approach and a utilitarian 

approach with a multiplier close to 8, given that static simulations under these two 

conditions resulted in nearly identical expected values for thermal generation and for 

costs of deficit. However, several caveats apply to this comparison: 

 Although the expected values of these two variables are similar, the 

probability distributions that compose it are defined differently – under the 

CVaR implementation, outcomes tend to be clustered around a tighter range 

of values, with lower probabilities of very low and very high outcomes 

 In terms of storage level outcomes, the two results are very incompatible – the 

CVaR approach results in much higher levels being maintained in the system’s 

reservoirs on average. As a consequence, starting from a lower reservoir level, 

the CVaR methodology would require aa greater investment in terms of 

thermal costs in order to reach the desired storage. 

 In terms of marginal costs of electricity demand, the probability distributions 

are also shifted, but notably the average marginal cost of the system in the 

CVaR case is significantly lower than in the results obtained with the 

multiplier (124 R$/MWh VS 185 R$/MWh). As a consequence, the simulation 

with 𝑚 = 8 would lead to a greater amount of system expansion than the 

CVaR result, thus reducing both operational costs and costs of deficit. 

A conclusion is that further explorations of the CVaR methodology and its 

implications is desirable, especially with regards to how it relates to utilitarian 

implementations and to what extent the same outcomes could be obtained using an 

objective function that is consistent with the classical representation of preferences. 
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6 CONCLUSIONS 

This dissertation has sought to explore the topic of risk-aversion and relevant 

tradeoffs involved in the electricity dispatch problem, focused particularly in the Brazilian 

hydrothermal dispatch problem. The theoretical foundations of this problem were 

revisited in Chapter 4, which presented two mathematical developments in parallel: 

 Firstly, a top-down development of the shape of the representative agent’s 

objective function under a utilitarian framework – which represents the key 

foundation of the “classical” electricity dispatch problem. The chief tradeoffs 

involved in this problem were assessed using “typical” benchmarks for 

macroeconomic variables; and the degree of “risk-aversion” that this 

framework implies for the electricity dispatch problem was synthetized into a 

few essential parameters. 

 Secondly, a bottom-up assessment of implications of the intertemporal CVaR 

representation was presented, starting from the underlying principles of this 

representation (as discussed in Section 2.3.5) and attempting to translate it into 

a description of how the various outcomes are “weighed” in the objective 

function, analogously to a utility function. 

These two approaches were then compared against each other: first on a 

theoretical basis in Section 4.4, and then in a practical basis as applied to the Brazilian 

system operations in Section 5.3. Some of the key conclusions of this contrast are as 

follows: 

 As discussed in Section 4.4.2, the weighing of preferences as implemented in 

the intertemporal CVaR methodology is much greater than what the utilitarian 

representation could hope to achieve by using “reasonable” assumptions for 

the shape of the system operator’s underlying utilitarian preferences. The 

conclusion that introducing risk-aversion under utilitarian principles results in 

only relatively mild adjustments on the objective function serves to validate 

the “classical” risk-neutral representation (as seen in Section 2.3.3), although 

it goes against Brazilian policymakers’ expectation that risk-aversion 

methodologies should radically change the nature of the electricity dispatch 

problem, reducing the likelihood of severe downside events materializing (as 

addressed in Sections 2.2.3 and 2.2.4). 
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 In order to approximate the two methodologies it is necessary to exaggerate 

the magnitude of some risk-aversion parameters of the utilitarian 

representation – which means that the representation deviates from the 

macroeconomic fundamentals that originated it. In our simulation efforts, we 

did so by introducing a multiplier to the cost of deficit parameter in order to 

best approximate the two representations. As shown in Section 5.3.3, the 

official Brazilian intertemporal CVaR implementation is comparable to using 

a multiplier equal to 8 on the cost of deficit parameter (with several caveats). 

Such an operation would be extremely conservative, and incompatible with 

the fundamental relationships between electricity consumption and GDP 

described in Section 4.2.216. 

 A major aspect of the CVaR representation of risk-aversion is that it introduces 

an extreme degree of risk-aversion to incurring thermal costs in operating the 

system, which does not seem justifiable given (i) how small is this cost 

component relative to the country’s entire consumption budget/GDP (see 

Section 4.2.6) and (ii) how easy it would likely be to find buyers that would 

allow risk-averse agents to avoid the risk of high thermal operative costs (see 

Section 4.4.4). In our simulations, this behavior translated into a very skewed 

profile of thermal cost outcomes relative to any risk-aversion multiplier 

implementation (see Section 5.3.2). 

 Other important distinctions are that the intertemporal CVaR results in 

reservoir levels being kept much higher on average, and it results in 

significantly lower marginal costs on average relative to the simulation 

adopting a risk-aversion multiplier equal to eight. These distinctions could 

have negative consequences: (i) additional costly resources would need to be 

directed at increasing current reservoir levels with no benefit in terms of 

thermal costs and operative costs; and (ii) the lower marginal cost in the CVaR 

implementation would result in a lower propensity to invest in new capacity – 

whereas this would be an excellent way of reducing thermal costs and costs of 

deficit. 

                                                 
16 An upper bound to the marginal loss associated to the first unit of energy curtailment is given as a 

function of total electricity demand, total GDP, and the elasticity of electricity consumption. 
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Some possible future work that would expand on the findings of this dissertation 

are as follows: 

 To further explore the possibility of introducing concavity parameters to the 

weighing of thermal cost outcomes or deficit cost outcomes, as discussed in 

Section 4.2.6; addressing how those parameters relate to the intertemporal 

CVaR implementation (see Section 5.3.4). 

 Similarly, to explicit address how adopting a single-tiered or multi-tiered cost 

of deficit function affects the conclusions and relationships between the CVaR 

variable and the cost of deficit multipliers. 

 To further explore the possibility of adopting different discount rates for the 

cost of deficit and for the thermal operative costs, and in particular how these 

effects could be represented using the algorithm described in Section 5.3.5. In 

this dissertation’s simulations, the effect of time preferences was evaluated 

using a proxy – reducing the discount rate for thermal operative costs and costs 

of deficit simultaneously. 

 To address in more detail the relationship between the intertemporal CVaR 

implementation and incentives for system expansion represented by the 

system marginal costs – particularly taking into account the results from 

Section 4.3.5. 
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